TuTi

TECHNISCHE UNIVERSITAT MUNCHEN
Fakultit fir Informatik

Development of Turbulence Simulations
for the Edge & Divertor and Validation
against Experiment

Thomas Alfred John Body

Vollstdndiger Abdruck der von der Fakultét fiir Informatik der Technischen Universitit Miinchen zur
Erlangung eines

Doktors der Naturwissenschaften

genchmigten Dissertation.

Vorsitzender: Prof. Dr.-Ing. Nils Thuerey

Prifer*innen der Dissertation: 1. Hon. Prof. Dr. Frank Jenko

2. Prof. Dr. Peter Manz

Die Dissertation wurde am 18.01.2022 bei der Technischen Universitdt Miinchen eingereicht und
durch die Fakultit fiir Informatik am 12.05.2022 angenommen.



Tutl

TECHNISCHE UNIVERSITAT MUNCHEN

DEPARTMENT OF INFORMATICS

Doctoral Thesis in Informatics

Development of Turbulence Simulations for
the Edge & Divertor and Validation against
Experiment

Thomas Body

Max—PIanck—Institut MAX PLANCK
flir Plasmaphysik CESELLSCHART




TECHNISCHE UNIVERSITAT MUNCHEN

DEPARTMENT OF INFORMATICS

Doctoral Thesis in Informatics

Development of Turbulence Simulations for
the Edge & Divertor and Validation against

Experiment
Author: Thomas Body
Supervisor: Prof. Dr. Frank Jenko
Advisor: Dr. Andreas Stegmeir

Submission Date: 14 January, 2022

Max-Planck-Institut
fir Plasmaphysik




I confirm that this doctoral thesis in informatics is my own work and I have documented all
sources and material used.

Munich, 14 January, 2022 Thomas Body



Acknowledgements

To Juli, for sharing the adventure

Fusion research is an international collaboration. The work in this thesis was supported by
many researchers, both within Germany and internationally. The following is by no means a
complete list, but rather a highlight of those without whom this work would not be possible.

First and foremost, my supervisor Andreas Stegmeir deserves a special thanks. He introduced
me to the field and to the GRILLIX code, answered questions both sensible and otherwise,
helped me to focus and develop the work in this thesis, and backed me up when I needed it most.
Wladimir Zholobenko, whose extensive knowledge of plasma physics and numerics helped to
separate signal from noise and to run and interpret the simulations, also deserves a special thanks,
as does Dominik Michels who gave a new perspective on software engineering and mathematics,
helping to improve the quality and performance of our simulations. Frank Jenko helped me
to keep an eye on the big picture and encouraged me to take the risks needed to bring this
project to fruition, David Coster connected the project to the broader fusion effort, Peter Manz
provided a greatly-appreciated introduction to the theory and ideas for several of the numerical
diagnostics, Tilman Lunt helped to interpret the results in advanced divertor configurations,
and Phillip Ulbl road-tested the TorX and TCV-X21 repositories. Outside IPP, the project
benefited from several close international collaborations. Fulvio Militello and Christian Theiler
supported this project with their respective EUROFusion projects and generously contributed
to the development and interpretation of this project. Mana Francisquez and Ben Zhu from
the GDB team helped to develop the immersed boundary technique, which permitted open
field-line simulations. The ideas in this thesis were developed in discussions with Davide Galassi,
Diego Sales de Oliveira, Patrick Tamain, Paolo Ricci, Holger Reimerdes, Matthias Wiesenberger,
Frédéric Imbeaux, Fabio Riva, Roberto Ambrosino, John Omotani, Elias Laribi, Guido Ciraolo,
and many more.



Abstract

For fusion to become a practical source of energy, we need to understand and control the
edge. Current predictions of the edge region of future fusion devices have large uncertainty,
and our understanding of currently-observed experimental phenomena is incomplete. Realistic
simulations of the edge would help to interpret existing experimental results and predict the
performance of new devices and operating scenarios. By improving our understanding and
control of the edge, simulations could help us build energy-producing reactors sooner, for
less cost and with more robust operating conditions. To simulate the edge, we extend the
GRILLIX fluid-turbulence code to perform simulations across the separatrix of existing fusion
experiments. We implement a new grid preprocessor and extend the grid generation algorithm to
enable simulations in realistic axisymmetric magnetic geometries, including in advanced divertor
configurations. We also identify the cause of a numerical issue related to parallel boundary
conditions and implement an immersed boundary method to permit simulations with realistic
wall geometries and sheath boundary conditions.

We then perform a rigorous validation of the numerical model to determine how realistic the
simulations are and to identify how the model can be further improved. We compare against two
experimental cases — an ‘X-point’ scenario in the TORPEX basic plasma physics device, and
the ‘TCV-X21’ validation case in the TCV tokamak. In TORPEX, the simulations reproduce
the experimentally-observed up-down asymmetry and match the density profile. However, the
simulations use a heating power 97% less than the experiment and do not match the electron
temperature profile due to the omission of neutrals. A significantly better match is found for
TCV-X21. At the outboard midplane, the simulations quantitatively match the mean profiles
and fluctuations mostly within uncertainty. They also reproduce the non-Gaussian nature of the
turbulence in the SOL, correctly predicting that the far-SOL should be dominated by coherent
filaments. The drive mechanism for the filaments is identified via a Fourier analysis as drift-wave
turbulence in the outer confined-region. Towards the divertor targets, the quality of the match
decreases due to an issue in applying drift-corrected boundary at glancing angles of incidence
and the use of insulating-sheath boundary conditions for the potential. Despite this, the electron
temperature at the targets matches remarkably well in the scrape-off-layer. The validations
show that GRILLIX can now perform simulations of real devices, and can qualitatively and
often quantitatively match experimental measurements. The validation methodology and cases
developed in this thesis are being used to test improved versions of GRILLIX, guiding the
development of validated predictive simulations of the edge and divertor.
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Abstract

Kurzfassung

Damit Fusion zu einer praktischen Energiequelle wird, muss der Randbereich verstanden und
kontrolliert werden. Aktuelle Vorhersagen des Randbereiches zukiinftiger Fusionsanlagen weisen
grofle Unsicherheiten auf und unser Verstdndnis der derzeit beobachteten experimentellen
Phénomene ist unvollstdndig. Realistische Simulationen des Randbereiches wiirden helfen,
vorhandene experimentelle Ergebnisse zu interpretieren und die Leistung neuer Gerdte und
Betriebsszenarien vorherzusagen. Simulationen kénnten uns durch Verbesserung unseres Ver-
stdndnisses und durch bessere Kontrolle des Randbereiches helfen, energieerzeugende Reaktoren
frither, kostengiinstiger und mit robusteren Betriebsbedingungen zu bauen. Zur Simulation des
Randbereiches erweitern wir den GRILLIX-Fluid-Turbulence-Code, um Simulationen iiber die
Separatrix bestehender Fusionsexperimente hinweg durchzufiihren. Wir implementieren einen
neuen Gitter-Praprozessor und erweitern den Gittererzeugungsalgorithmus, um Simulationen
in realistischen axialsymmetrischen magnetischen Geometrien, einschlieflich fortgeschrittener
Divertor-Konfigurationen, zu ermoglichen. Wir identifizieren auch die Ursache eines numerischen
Problems im Zusammenhang mit parallelen Randbedingungen und implementieren eine soge-
nannte Immersed-Boundary Methode, um Simulationen mit realistischen Wandgeometrien und
Randbedingungen zu ermdoglichen.

Anschlieftend fiihren wir eine strenge Validierung des numerischen Modells durch, um
festzustellen, wie realistisch die Simulationen sind und zu ermitteln, wie das Modell weiter
verbessert werden kann. Wir vergleichen mit zwei experimentellen Féllen — einem “X-
Punkt”-Szenario im einfachen TORPEX Experimemt fiir Plasmaphysik und dem “TCV-X21"-
Validierungsfall im TCV-Tokamak. In TORPEX reproduzieren die Simulationen die experi-
mentell beobachtete vertikale Asymmetrie und das Dichteprofil stimmt {iberein. Allerdings
weisen die Simulationen eine um 97% geringere Heizleistung als das Experiment auf und stimmen
aufgrund der Vernachlassigung von Neutralgasphysik nicht mit dem Elektronentemperaturprofil
iiberein. Eine deutlich bessere Ubereinstimmung wird fiir TCV-X21 gefunden. An der duReren
Mittelebene stimmen die Simulationen quantitativ mit den mittleren Profilen und Fluktuationen
grofitenteils innerhalb der Unsicherheit iiberein. Sie reproduzieren auch die nicht-Gauftsche Natur
der Turbulenz in der Abschélschicht und sagen richtig voraus, dass die entfernte Abschéalschicht
von kohérenten Filamenten dominiert werden sollte. Der Antriebsmechanismus fiir die Filamente
wird iiber eine Fourier-Analyse als Driftwellenturbulenz im &ufseren eingeschlossenen Bereich iden-
tifiziert. Zum Divertor hin nimmt die Qualitit der Ubereinstimmung aufgrund eines Problems
bei der Anwendung einer driftkorrigierten Grenze bei flachen Einfallswinkeln und der Verwen-
dung von Randbedingungen fiir das Potential ab. Trotzdem stimmt die Elektronentemperatur an
den Divertorplatten in der Abschélschicht bemerkenswert gut iiberein. Die Validierungen zeigen,
dass GRILLIX nun Simulationen realer Geréte durchfithren und experimentelle Messungen
qualitativ und oft auch quantitativ reproduzieren kann. Die Validierungsmethodik und die in
dieser Arbeit entwickelten Félle werden verwendet, um verbesserte Versionen von GRILLIX zu
testen und die Entwicklung validierter vorhersagekriftiger Simulationen des Randbereiches und
des Divertors zu leiten.
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Resources

There are several papers and software projects associated with this thesis, which will be referred
to throughout the thesis. These include

e GRILLIX (gitlab.mpcdf.mpg.de/tbody/GRILLIX@baabcadd, legacy version): a high-performance
fluid turbulence code, used for the TORPEX and TCV-X21 validations presented in this
thesis. This has since been replaced by a refactored version based on parallax.

e TorX (gitlab.mpcdf.mpg.de/phoenix/torx@40964572): a post-processing library devel-
oped for GRILLIX (both legacy and refactored versions) and GENE-X, used to analyse
the simulations in this thesis.

e parallax-equilibrium (gitlab.mpcdf.mpg.de/phoenix/parallax_equilibrium@aOc591ae):
a grid preprocessor developed for GRILLIX (both legacy and refactored versions) and
GENE-X, used to handle axisymmetric magnetic equilibria in various formats.

e TCV-X21 (github.com/SPCData/TCV-X21@784cb5a): a publicly-accessible dataset of edge
and SOL measurements from a TCV scenario for validating turbulence simulations, used
to validate GRILLIX in chapter 8.

e Body et al., Treatment of advanced divertor configurations in the fluz-coordinate indepen-
dent turbulence code GRILLIX, published in Contributions to Plasma Physics, 2020. This
paper details the grid processing required to handle arbitrary axisymmetric geometries,
discussed in more detail in chapter 5.

o Galassi et al., Validation of edge turbulence codes in a magnetic X-point scenario in
TORPEX, published in Physics of Plasmas, 2022 [1]. For this paper, I performed and
post-processed the GRILLIX simulations, discussed in chapter 7.

e Oliveira & Body et al., Validation of edge turbulence codes against the TCV-X21 diverted
L-mode reference case, published in Nuclear Fusion, 2022 (co-first authorship) [2]. For this
paper, I performed the GRILLIX simulations, wrote the post-processing library, organised
the FAIR data repository with the help of Fair4dFusion, and wrote the paper with D.S.
Oliveira, D. Galassi, C. Theiler, A. Stegmeir and P. Tamain. The results of this validation
are discussed in chapter 8.

We additionally provide the notebooks used to generate the figures and for demonstrations in
the thesis. These are available from doi.org/10.5281/zenodo.5851526.
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Introduction




Prelude: How to build a fusion reactor

When we look up at night and view the stars,
everything we see is shining because of distant nuclear
fusion.

(Carl Sagan)

This is a brief introduction to magnetic confinement fusion, intended for readers who do not
have a background in plasma physics. If you are already familiar with the topic, it can be safely
skipped. Alternatively, if you would like an extended introduction, Ongena et al., 2016 [3] is
recommended.

Nuclear fusion is the process that powers the stars. It occurs when the nuclei of light elements
(such as Hydrogen) collide and fuse to form heavier elements. When the products of nuclear
fusion have a higher nuclear binding energy than the reactants, the excess energy is eventually
converted into heat — such as sunlight or the solar wind. Before this can occur, however, the
reactants must be extremely hot. Since like charges electrically repel each other, fusion will
only occur when the colliding particles have enough energy to overcome the Coulomb barrier.
In the core of a star, this isn’t an issue: the immense gravity of a star increases the pressure in
the core until fusion reactions start to occur. Once fusion starts to release energy, the inwards
pressure due to gravity is balanced by an opposing pressure from the higher-temperature core




and an equilibrium is reached. In the centre of our sun, stellar fusion occurs around a pressure
of 2.6 x 10 atm, and it produces only about 0.3kW m™3. To put these numbers in perspective,
the kinetic energy-per-unit-volume associated with the pressure is similar to the detonation of
a thermonuclear weapon, while the power-per-unit-volume is roughly equivalent to a compost
heap'. Evidently, without the tremendous pressure and size of the sun, stellar fusion is not a
practical energy source.

Thankfully, we can cheat a little. In 1934, an (Australian!) physicist Mark Oliphant reported
that firing Deuterium ions into a Deuterium target produced an “enormous effect” — a much
higher rate of nuclear reactions than similar tests using normal protons [4]. By changing the
fuel, the thermonuclear fusion rate could be boosted enormously, and further still by increasing
the temperature beyond the temperature in the Sun. The effect of this is remarkable — in the
ITER reactor (under construction), the power density will be 500 MW /840 m?® = 600 kW m ™3
at a core pressure of only 102°m™ x 15keV = 2.4atm — 2000X more power-per-volume, at a
pressure (and energy density) 10! lower. This is excellent news! Instead of having an energy
density similar to a thermonuclear weapon, the ITER plasma has only 360kJm™3. This is the
same as the potential energy density of water at a height of 35m, which is pretty manageable.
Therefore, saying that the goal of fusion research is to “put a star in a bottle” is somewhat
misleading. In a fusion reactor, we're putting much less energy into the fuel and getting far
more energy out in return.

As well as improving the safety of fusion reactors, the low energy density means that — perhaps
surprisingly — heating the plasma isn’t the biggest challenge in fusion (not to say that it is
trivial, but at least that temperatures in excess of 150 million Kelvin are readily attainable).
Instead, the main challenge is energy confinement — keeping the energy in the hot plasma for
long enough that it can heat more fuel, to achieve a self-sustaining reaction. This is, in a way,
similar to lighting a fire on a windy day — the energy available in a match is more than sufficient
to light a fire on a calm day. However, if the wind spreads the heat quickly, either you won’t
burn anything other than matches, or maybe you can burn part of the wood, but it won’t catch
to the surrounding fuel. As such, when we talk about achieving fusion, we don’t really mean
burning some D-T fuel?, but rather gaining energy from the fusion reaction. Break-even (Q = 1)
means that the fusion reaction is producing as much energy as was supplied to it — that we’re
getting as much heat from the wood as we are from burning matches. Ignition (Q = c0) means
that the fusion reaction is completely self-heating — that we put away our matchbox, and the
fire keeps on going.

We need to keep the heat confined for long enough that the fuel self-heats. In our fire analogy,
we need a ‘windbreak’ — something to reduce how quickly heat is lost from our fuel. The most
popular confinement method for fusion is ‘magnetic confinement fusion’. Charged particles in
a magnetic field are subject to the Lorentz force F = gv X B. This leads to free motion along
the magnetic field, and circular orbits perpendicular to the magnetic field. If the magnetic

IThere isn’t a particularly good reference for this, but a back-of-the-envelope calculation shows that the average
power density of the sun’s core must be small. As per the power density of a compost heap, the value sounds
reasonable (it’s not entirely negligible, but not large).

2 A bench-top device called a ‘fusor’ can easily achieve D-D fusion. In fact, these devices produce enough fusion
neutrons that they can be used as a compact neutron source.
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field is strong enough, the Larmor radius rp = 7B (the radius of the circular orbit) is much
smaller than the size of our device. This prevents charged particles from moving across magnetic
field-lines. This means that we can support a pressure gradient perpendicular to the magnetic
field — we can build a system for confining the fusion plasma, without putting a solid wall
anywhere near it. Since the plasma will be significantly hotter than the melting point of all
known materials, being able to confine the plasma at a distance is a great advantage.

Since V- B = 0 (no magnetic monopoles), magnetic field-lines are always closed loops. The
simplest topology which can be constructed from magnetic field-lines and which is always
perpendicular to some volume is a torus, and modern magnetic confinement fusion devices are
topologically toroidal. However, a simple toroidal magnetic field is not sufficient to confine
the plasma. In an idealised infinitely-long straight solenoid, the magnetic field is homogenous.
However, if you bend a solenoid into a ring to make a toroidal field, then the coils are packed
more closely towards the axis of rotational symmetry. This leads to a non-homogenous magnetic
field — roughly, the toroidal field varies as By = Bg X Ro/R. Additionally, since the magnetic
field is now curved, particles are subjected to a centripetal force. Both the VB and centripetal
forces lead to a vertical particle drift. Electrons and ions drift in different directions, which
causes a charge separation and an electric field, in turn causing an outwards E X B drift. As such,
a purely toroidal field also cannot confine a plasma. To counteract the charge separation, we
can add a poloidal component to the magnetic field, giving a helical magnetic field. This helps
to counteract the vertical drifts in two ways. Firstly, the vertical drift mostly cancels over a
poloidal orbit — the drift is always in the same direction, but this is either towards or away from




the magnetic surface depending on whether the particle is above or below the magnetic axis [5].
Additionally, the magnetic field-lines in a helical field typically traverse toroidal surfaces?, and
as such the top and bottom halves of a flux surface are magnetically connected. Since particles
and therefore currents can flow quickly along the magnetic field, large charge imbalances can’t
form (due to the Pfirsch-Schliiter current) — and so the loss-of-confinement due to the large-scale
E X B-drift is avoided.

Unlike the toroidal field which can be generated with external coils, the poloidal field is not so
straightforward to generate. In a purely toroidal system, the poloidal field needs to be generated
via a current inside the plasma volume. We can’t use wires for this (they’d melt immediately).
Instead, since the plasma itself is conductive, we can ramp the current in a central solenoid —
which leads to a time-varying magnetic field through the central solenoid, an induced electric
field and current in the plasma, and a poloidal magnetic field. Alternatively, to avoid pulsed
operation we can use ‘non-Ohmic current drive’. Generating the poloidal magnetic field via the
plasma current is the basis for ‘tokamak’ devices. Another approach is to generate the poloidal
field with external coils, which requires breaking the rotational symmetry. This approach is
used in ‘stellarator’ devices. Comparing the two, tokamaks are simpler to design and construct,
and enjoy improved confinement due to their rotational symmetry, while stellarators are less
susceptible to current-driven instabilities and are easier to operate in steady-state conditions [6].

With our magnetic confinement “windbreak” in place, what is needed to reach a self-sustaining
burning fuel? The condition for ignition is famously summed up in the ‘fusion-triple-product’,
which can be determined by balancing the a-heating rate with the power-loss rate [7]

i Tte 2 2.6 X 102 m™3 skeV (0.1)

for the DT fusion reaction for T; ~ 15keV, for n;, T; and 7t the ion density, ion temperature and
energy confinement time respectively. The energy confinement time is a measure of how good

3Field-lines typically don’t arrive back in the same place after completing a toroidal revolution. An exception
to this is ‘resonant surfaces’, which are less stable than other magnetic surfaces.
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our windbreak is — the power loss rate Pj,ss is assumed to be proportional to the plasma energy
density W = %(nD + nr)T;, with an exponential decay factor T, such that %—Vtv = Ppyear — %

Remarkably, in the period after the results from the T3 tokamak were released (in 1968),
the highest-achieved fusion-triple-product grew exponentially up until 1997, when the JET
tokamak achieved the highest-recorded energy gain factor of Q =~ 0.67 — that is, the total fusion
power was 67% of the 24 MW external heating [8]. In 1998, on the JT-60U tokamak, a record
1.53 x 102! m™3 s keV was achieved for the fusion-triple-product — enough that, if DT was used
as the fuel, the shot would have achieved Q = 1.25 (i.e. it would have exceeded break-even) [9].
Unfortunately, in the quarter-century since, the exponential increase in fusion-triple-product
has not continued. Much of the research effort was focused on the design of the ITER tokamak,
which suffered several delays [8]. In the last few years, however, fusion research has regained
its optimism. ITER construction is well underway and should be completed in 2025 [10], the
JT-60SA tokamak has just been completed [11], and the stellarator and inertial-confinement
fusion-triple-product records have both been broken, by Wendelstein 7X [12, 13| and NIF (as
this thesis was being written) respectively. In addition to the recent advances of publicly-funded
fusion research, a number of privately-funded startups have also joined the effort. These range
from the esoteric, to high-field tokamaks such as ARC or ST40 which, although ambitious,
are based on fairly well-established physics. With so many new devices joining the research
effort, we might very well be standing on the brink of break-even, ignition and the commercial
application of fusion. The fusion era could well be just about to begin.
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Our children will enjoy in their homes electrical energy
too cheap to meter. .. Transmutation of the elements,
unlimited power, ability to investigate the working of
living cells by tracer atoms, the secret of
photosynthesis about to be uncovered, these and a
host of other results, all in about fifteen short years. It
is not too much to expect that our children will know
of great periodic famines in the world only as matters
of history, will travel effortlessly over the seas and
under them and through the air with a minimum of
danger and at great speeds, and will experience a life
span far longer than ours, as disease yields and man
comes to understand what causes him to age.

(L. Strauss, 1954)

Nuclear fusion is on the edge of a breakthrough. In the next few years — most likely 2035
[10] — a fusion reactor will achieve thermal breakeven, where more energy is produced from
fusion reactions than the heating energy provided to the plasma. This achievement will be more
symbolic than practical: achieving break-even is sometimes compared to the Wright Brother’s
first powered flight in 1903 [14]. The 59 second, 260 metre flight was of little practical use,
but it signified the possibility of powered flight and started the rapid development of aviation.
Remarkably, the first flight across the English Channel was completed just 6 years later [15].
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For fusion, break-even won’t be enough for a viable reactor — it won’t even produce enough
energy to power the heating and auxiliary systems. Nevertheless, break-even will mean that — if
we hide away all of the inefficiencies and support systems — for the first time, fusion on earth
will produce a net energy gain. In that moment, fusion will no longer be just an experiment,
but potentially a real source of electricity.

1.1. Fusion for energy

Once fusion achieves break-even, the next challenge will be to develop fusion into a commercially-
viable source of electricity. This will be far more difficult than the technological challenge
of achieving break-even. Firstly, a power reactor will need much higher energy gain factors
— at least Q = 5 before the plasma is mostly self-heating (or ‘burning’), and — for a tokamak
like ITER — around Q ~ 10 before the electricity produced from fusion is enough to run the
heating systems, the magnets and other ‘balance-of-plant’ electrical requirements (see p164 of
reference [16]). Looking at the fusion triple product, to increase Q, we can increase either the
density and temperature in the core — increasing the power output, but also increasing the power
reaching the walls — or increase Tr, requiring us to tame the zoo of plasma instabilities that
cause the plasma to escape confinement. Next, we will need to design and operate the reactor
in such a way that the cost of fusion electricity — at least eventually [17] — is competitive with

contemporary sources. Very approximately — we can write the cost of electricity from fusion as'

&/kWh = build cost + maintenance cost

(1.1)

total electrical production over lifetime

We therefore can reduce the cost of electricity by increasing the total electrical production —
by reducing the amount of time that the reactor is shut-down or increasing the total power
produced. Alternatively, we can reduce the build cost and maintenance cost — such as by
using a smaller, simpler design, or replacing the divertor less frequently. Another option is to
increase the lifetime of the reactor — since approximately 60% of the cost of electricity is the
outright build cost, if we can use the same reactor for longer, it can produce more electricity
and ultimately be more economically viable. A third challenge is reliability — how often will the
reactor be shut down, either for maintenance or due to off-normal events? This partly affects the
cost of electricity: the more time the reactor is shut down, the less total electricity it produces,
and the higher the total cost of electricity. In addition to this, if fusion reactors require long
maintenance periods or frequently suffer unexpected shutdowns, they become less desirable for
producing baseload electricity.

These three coupled requirements — high energy gain, low cost-of-electricity and high reliability
— present a complex integration problem. If we optimise a single aspect — say energy gain factor
by increasing the core power — this can degrade the other factors — a high core power can lead to
rapid degradation of the divertor, increasing the maintenance cost and reducing the availability.

IThis is a simplification of equation 1 in reference [18]. From table 1 of reference [18], the build cost is estimated
at 58% of the total cost, and the material cost of replacing components is 23%. An additional 17% is for
‘maintenance and operations’; if we allocate half of that to ‘maintenance cost’ then 90% of the cost of fusion
electricity is covered by our simple equation.
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As such, while such optimisations are important, the most exciting developments are ones that
simultaneously improve all three aspects. These are the ‘breakthroughs’ — which give rapid
rather than steady progress. A recent example of this is the prospect of using high-temperature
superconductors as a breakthrough technology, which led to both excitement and heated debate
[19, 20, 21]. It’s interesting to consider how one design — the ARC reactor [22| — explicitly
highlighted that it was aiming to provide an integrated solution: the announcement paper states
that the design would aim to reduce the cost (‘affordable’), improve the reliability (‘robust’) and
produce net electrical energy (unfortunately, the ‘C’ stands for compact). Before we connect
fusion reactors to the grid there will be several challenges that we need to overcome, but we’re
close enough that fusion as a practical energy source might be just a breakthrough away.

1.2. The Edge and Divertor

No fusion reactions occur in the edge of a fusion reactor, but in many ways, the edge is more
important than the core when it comes to building economically viable fusion reactors. It is
in this region that we find some of the most pressing challenges for magnetic fusion, exotic
plasma behaviour leading to remarkable improvements in plasma confinement, and also some of
our widest conceptual gaps in understanding and controlling fusion plasmas [23]. This makes
the edge promising ground for searching for breakthroughs — the combination of being vitally
important and not fully understood means that we could find significant improvements available
at accessible parameters which we simply haven’t discovered yet. In this section, we will explain
why the edge and divertor are important for fusion, and in the next, we will introduce current
research directions.

1.2.1. The Heat Exhaust Problem

Outside the separatrix, our star meets metal?. A natural question to ask is: “Won’t the walls
melt?” To answer this crucial question, we need to consider how heat is transported out of the
reactor. In steady-state conditions, the sum of the injected (heating) power and fusion power
will be balanced by an equal power exhaust. We know that 80% of the fusion thermal power
will be carried out of the plasma by neutrons [3], while the remaining 20% of the fusion power
plus the injected power will stay in the plasma. Of the power remaining in the plasma, some
fraction will be converted to radiation (photons) and lost to the walls, while the remainder
will be transported across magnetic field-lines and eventually reach the last closed flux surface.
For ITER, the combined neutron and photon flux to the walls will result in a heat flux on the
order of a few MW m™2 [24, 25], which is already challenging. However, the ‘directed’ plasma
heat flux will be even more challenging. Once plasma crosses the last closed flux surface it can
stream quickly along the magnetic field to the walls, while the confining magnetic field prevents
the plasma from spreading across magnetic field-lines. As a result, the plasma reaches the walls
on a narrow ring near the separatrix, resulting in a large power-per-unit-area. This can lead to

2In the prelude, we showed how a fusion plasma is not like the sun’s core. However, the edge plasma is
arguably not that different from the photosphere (which has a temperature of T ~ 0.5eV and a density of
n ~102'm™3).
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erosion of the wall material and pollution of the core plasma [26], and even localised melting
(particularly during transients) [27].

The ITER divertor is being designed to handle a steady-state directed heat flux of ~
10MWm=2 [27]. To try to put that number into context, this is similar to the heat flux
on the heat shield of a spacecraft on atmospheric reentry [28]. However, unlike a spacecraft
heat shield, the divertor targets must survive these heat fluxes for years, not minutes, with high
neutron and particle fluences [29, 20|, and with minimal particle sputtering from the surface
[26] (i.e. an ‘ablative’ heat shield is not an option). Because of this, the divertor will need to
be replaced throughout the lifetime of the reactor, and the operating conditions of the reactor
will need to be constrained to minimise degradation of the divertor. If we could improve our
understanding and control of the edge plasma and divertor heat flux, we could potentially
build power-producing reactors with a lower maintenance cost, less downtime and with a larger
operating window — which would ultimately help to improve the reliability and competitiveness
of fusion energy.

1.2.2. The Divertor and H-mode

Since the plasma exhaust will stream along magnetic field-lines, we can use shaping coils to divert
the directed heat flux towards specialised heat-tolerant targets. The magnetic field configuration
is called a ‘divertor configuration’, which is compared to a simpler limiter configuration in figure
1.1. Additional poloidal field coils are used to introduce a poloidal field null called an ‘X-point’,
which lies on a flux surface called the ‘separatrix’ which separates the confined region from the
‘open field-line region’®. The ‘divertor’ can refer to both the wall component which absorbs the
directed heat flux and the volume beyond the X-point — we will use ‘divertor targets’ for the
former and ‘divertor region’ or ‘divertor’ for the latter, as indicated in figure 1.2.

Diverted configurations have several benefits over simpler limited configurations [31]. One
key advantage is that we can move plasma-wall interactions away from the core, reducing the
amount of tungsten reaching the core |26, 31|. This leads to lower radiative losses from the core,
increasing the energy confinement time and therefore the energy gain factor. We can also design
the divertor targets to handle extreme heat fluxes. For example, the ITER design (shown in
figure 1.3) uses actively-cooled tungsten monoblocks [32]. The targets will be tilted such that
the directed heat flux intersects at an angle of ~ 1°, increasing the area over which the heat
is deposited [27]. As a further defence against localised overheating the divertor targets, the
divertor coil current can be ramped to sweep the strike-point position over time [33]. Divertors
are also useful for particle exhaust: the neutral pressure can be increased by enclosing the
divertor volume, which in turn increases how effectively the pumps work [31]. These benefits
come at an economic cost (especially for ‘alternative’ divertors [34] — discussed later) — the
divertor uses up volume inside the toroidal field coils — so a divertor configuration will have
either a smaller core (less power) or need larger toroidal field coils (more cost) when compared to

3The ‘separatrix’ extends into the divertor region while the ‘last closed flux surface’ borders the confined region
only — around the confined region they are equivalent. ‘Open’ field-lines is a misnomer — there are no known
open magnetic field-lines in the universe [30]. Here, ‘open’ means field-lines that connect to the divertor
targets.
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Figure 1.1.: In limiter configurations, the plasma impacts whichever part of the wall extends
furthest into the plasma. The confined region is bounded by a last closed flux
surface (LCFS). In tokamak divertor configurations, an additional external coil is
added, which carries a current in the same direction as the plasma current. The

poloidal field cancels at a poloidal field null, which is called the ‘X-point’.

The

flux surface which comes vanishingly close to the X-point is called the separatrix
since it separates the confined region and the ‘open field-line region’ (the region
where magnetic field-lines intersect the wall). In two-wire-divertor.ipynb, you
can play around with Ampére’s law yg B - dl = pglenc and superposition to see how
to make various magnetic configurations in the large-aspect-ratio limit.
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Figure 1.2.: A poloidal cross-section of TCV,
showing some of the important regions of a
tokamak. The green line is the separatrix,
which separates the confined region from the
open field-line region. We loosely divide the
open field-line region at the X-point, with the
scrape-off-layer (SOL) above the X-point and
the divertor region below. We will further
divide the divertor region into the common-
flux region (CFR), which is magnetically con-
nected to the SOL, and the private-flux region
(PFR). Inside the confined region, we consider
the outermost flux surfaces to be part of the
edge (i.e. outside the blue surface), while flux
surfaces further inside are called the core. The
terminology here is not standardised: often
the ‘edge’ excludes the open field-line region,
and SOL often includes the CFR (including,
at points, in this thesis).

Deep vertical targets with baffle
regions promoting detachment and
reducing neutral escape to the core

Reflector plates protect against
downward strike point excursions
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a limiter configuration. Nevertheless, the advantages of divertors justify their use in almost all
fusion devices, including ITER [27], ASDEX-Upgrade [35], JET [36], TCV [37], MAST-Upgrade
[38] and even the Wendelstein-7X stellarator [39, 13].

In diverted configurations, we can reduce the directed heat flux before it reaches the targets.
Part of the benefit comes from the magnetic geometry itself: we can move the divertor targets
to a larger major radius to increase their area, increase the flux expansion at the targets, or
increase the cross-field transport (by increasing the parallel connection length, and potentially
by increasing the flux expansion around the X-point [40, 41]). We also can intentionally inject
gas (including fuel gas and ‘seed’ impurities such as neon, nitrogen and argon) into the divertor
volume [42] with less impact on the core plasma performance (compared to using a limiter)
since the divertor has improved confinement of neutrals and impurities. Neutrals and impurities
can convert part of the directed heat flux into radiation, which is deposited over a larger area.
For strong seeding conditions, the plasma can ‘detach’ — the plasma is radiatively cooled until
it recombines before reaching the targets [43, 44, 45| — greatly reducing the heat flux to the
divertor targets.

Diverted discharges are also associated with the ‘high-confinement’” or H-mode [23|. H-mode
was discovered in diverted ASDEX experiments in 1982 [46|, and has since been reproduced
on several other machines (including in limited discharges, although it is still easier to access
H-mode in diverted discharges [47]). Of all the breakthroughs in fusion, H-mode was one of the
most surprising — 25 years after its discovery, Fritz Wagner quoted Nietzsche to describe the
discovery of H-mode: “Das Wesentliche an jeder Erfindung tut der Zufall” or “the essence of all
innovation is chance” [48]. Above a certain heating power, it was observed that the confinement
and the energy content in the plasma improved dramatically — which increases the whole core
profile, as though it were lifted onto a ‘pedestal’. The H-mode is associated with a strong
suppression of turbulence in the edge due to strong shearing of poloidal rotation in the edge [49],
leading to very steep edge gradients [50] — although the exact mechanism which leads to the
transition to and from the low-confinement mode is still being researched [51, 52, 53|. H-mode
is not without its challenges (see next section), but it is estimated that power-producing fusion
reactors would cost ~ 2.5X more if operated without H-mode [48].

1.3. Research questions in the edge

There are still many open questions regarding the processes and properties of the edge, especially
when extrapolating to future devices. For instance, there is considerable uncertainty regarding
how wide the directed heat flux channel will be for ITER (see section 3.1.2 of reference [27]).
In Eich et al., 2013 [54], infrared measurements of the outer-target heat flux profiles were
parametrised by a ‘heat flux decay length’ A; (roughly giving the heat transport into the
SOL above the divertor) and a ‘spreading factor’ S (an effective cross-field diffusion in the
divertor). By combining measurements from ELM-free attached discharges on JET, DIII-D,
AUG, Alcator C-mod, NSTX and MAST, a strong A4 o< 1/B,o1,0mp relationship was observed —
which gives A; = 1 mm when extrapolating to the ITER Q = 10 scenario with B,o;,omp = 1.2 T.

13
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Figure 1.4.: A ‘back-of-the-envelope’
estimate for how the parallel heat

flux density will vary for different val-
Parallel heat flux (mapped to OMP) nes of A, and S (see reference [54]),

—— Eich: Aqg = Imm, § = 1.5mm given in eich_fit.ipynb. We esti-
0.6 7 C-mod: Aq = 1.1mm, S = 0.7mm mate the area under each Eich profile
0.5 - : ;gﬁ;’l":/\s'imﬂ';;;s;m:sOmm and then normalize each profile to
- — ' ' give the same heat flux (100 MW, al-
£ 0.4 /\ though our method is only suitable
% 0.3 - ‘ for determining relative and not ab-
— solute values). The cases show the
< 0.2 - estimated parallel heat flux for the
ITER Q = 10 scenario, mapped to
0.1 1 the outboard midplane for the Eich
0.0 . ~ : : scaling [54], Alcator C-Mod measure-
' 0 5 10 15 20 ments at high Bpol [55], XGC [56]
RY — RY.,, [mm] and BOUT-++ turbulence simula-

tions [57].

A loose correlation between A; and S was also seen, although it was reasoned that S is probably
determined by the exact geometry of the divertor and as such the spreading factor might be
S ~ 1.5mm or larger [54]. Since this result was published, a series of high Byo;,0mp discharges
were performed on Alcator C-Mod [55], giving A; = Imm and S = 0.7 mm at Bpor,omp = 1.2T.
By contrast, gyrokinetic modelling by XGC found A; = 5.9mm and S = 1.8mm for the
ITER Q = 10 scenario [56] while also reproducing A, on the high B,o,omp Alcator C-Mod
measurements [58], and fluid modelling by BOUT++ found A; = 11.28 mm and S = 5.9 mm
[57]. The effect of these different values is estimated in figure 1.4 — where we see that the
XGC prediction would give a ~ 2.5X lower peak heat flux than the Eich scaling, while the
peak heat flux would be ~ 4.5X lower than the Eich scaling for BOUT++ and 1.5X higher if
we directly used the Alcator C-Mod result. The differences appear to be due to a shift from
drift-dominated cross-field transport (the Eich result was reproduced in SOLPS with drifts
activated and with a very low anomalous transport coefficient [59], or by the Goldston model
[60]) to turbulence-dominated cross-field transport (trapped-electron-mode turbulence in XGC
and ballooning instabilities in the pedestal in BOUT++). However, with only a few turbulence
models able to simulate the edge of ITER, it is difficult to independently confirm these results,
and as such, there is significant uncertainty as per what the peak heat flux will be*. For ITER,
the range of peak heat flux values can be managed by increasing the divertor neutral pressure
[27]. However, if the Eich scaling is confirmed for ITER, this will probably mean that an
ITER-like divertor will not be able to handle the heat exhaust in a power-producing reactor

4The results discussed here focus on attached discharges, but ITER will be operated under partially- or
fully-detached conditions (see [43] for terminology). In reference [61] a new scaling including high-density
discharges is proposed.
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[62].

In case the ITER lower-single-null divertor will not scale to DEMO or power-producing
reactors, solutions with improved heat-flux handling are being explored. The power-handling
capability and compatibility with detachment of different alternative divertor configurations
(ADCs) is being studied both via modelling and experiment [63, 64, 62|, to identify candidates
to test in the Divertor Test Tokamak [65]. These ADCs use additional shaping coils to introduce
additional poloidal-field-nulls (X-points) — giving a ‘snowflake’ if the secondary X-point is close
to the primary X-point [66], an ‘X-divertor’ if the secondary X-point is close to the target [67] (or
Super-X if the targets are also moved to a larger radius [68]) or a ‘double-null’ if the secondary
X-point is on the opposite side of the magnetic axis [69]. The use of a liquid-metal divertor is also
being explored as a possible way to extend the allowable heat flux to the targets [70, 71, 72]. A
third option might be the use of strong neutral and impurity seeding in the divertor to promote
complete detachment®. This has to be balanced against the risk of ‘density-limit’ disruptions —
which may follow from the detachment front reaching the X-point and forming a MARFE |73, 74,
43]. However, recent research suggests that it is possible to control an X-point radiator via active
feedback, resulting in greatly reduced steady-state and transient heat fluxes to the targets [75, 76].

Another open research question is how to handle transient heat fluxes due to edge localised
modes (ELMs) and disruptions®. In H-mode the pedestal gradients steepen continuously until a
magnetohydrodynamic instability called an ELM is triggered. This causes the edge pressure
gradient to collapse and ejects a large amount of the energy stored in the edge over a short
amount of time 0.1 — 1 ms [79, 80, 23|. For the ITER Q = 10 scenario, large ‘Type-I" ELMs
could cause melting of the divertor [27] and as such will need to be mitigated or avoided entirely.
To prevent large ELMs, there is research into using resonant magnetic perturbation coils [81, 82],
‘ELM-pacing’ through pellet injection [83] or ELM-free improved-confinement modes such as the
quiescent-H-mode [84], EDA H-mode [85] or I-mode [86, 87]. Current research explores how ELM
mitigation or avoidance can be combined with good core confinement and manageable steady-
state heat fluxes, and what causes plasmas to transition to and from improved confinement
regimes [52, 53, 51].

1.4. Turbulence and complexity

To understand the edge, we need to understand the many physical processes which occur there
and how they interact. Although we have conceptual models for many of the individual processes
in the edge — several of which are indicated in figure 1.5 —, their interactions can lead to complex
behaviour” such as chaos (sensitivity to initial conditions), emergence (exhibiting dynamics not
present in the isolated subsystems), strongly non-linear system responses and self-organisation.
To capture these dynamics we need to understand not just individual processes, but also the

5See reference [43] for a good review on detachment.

6Disruptions are a loss of plasma control, which leads to most or all of the stored plasma energy being lost to
the walls. For an introduction, see references [77, 78, 23].

"See Complezity Explained (doi:10.17605/O0SF.I0/TQGNW, complexityexplained.github.io).
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Figure 1.5.: The edge is host to several interacting physical processes, which occur over different
spatial and time-scales. These include sources of energy and plasma from the
confined region, the turbulent flow of plasma along and across magnetic field lines,
the flux expansion and magnetic geometry of the divertor configuration, plasma drifts
driven by large-scale electric field, ionisation, charge exchange and recombination
reactions between plasma, neutrals and impurities, neutral and plasma chemistry,
and the dynamics of the plasma sheath which forms in front of the solid targets.

dynamics of the edge as a whole.

One of the most important processes to model is the turbulent nature of the plasma flow
since turbulence and background drifts drive most of the cross-field transport in the edge.
Turbulence refers to a type of fluid flow where energy is transferred between fluid vortices at
different spatial scales. These vortices can then interact, leading to complex behaviour which
makes turbulence notoriously difficult to treat analytically®. In fusion plasmas, turbulence
is mostly driven by small-scale instabilities which extract energy from the pressure gradient,
several of which are summarised in table 1.1. Unlike other plasma instabilities, pressure-driven
instabilities tend to be self-stabilising: turbulent cross-field transport leads to a flattening of the
pressure gradient which in turn reduces the energy available for driving turbulence. Therefore,
instead of continuously growing, pressure-driven instabilities can be dynamically balanced,
providing the sustained energy injection necessary for the development of saturated turbulence.
Since turbulence is characterised by the interactions of fluid vortices across a wide range of
spatial scales, direct numerical turbulence simulations need to capture both large and fine-scale
structures and as such are typically very computationally expensive [90]. Currently, the majority
of edge modelling is performed by ‘transport’ codes [91] such as SOLPS [92, 93|, EMC3 [94,
95|, UEDGE [96] or SOLEDGE2D [97]. These codes treat turbulence as an effective cross-field
diffusion, controlled by heuristic ‘anomalous diffusion coefficients’ which must be tuned to match

8Famously, a proof of the existence and smoothness of solutions to the Navier-Stokes equations for neutral
fluids is one of the Millennium Prize problems [89)].
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Name ‘ Drive ‘ Scale ‘ Propagation ‘ Cross-phase

Interchange /resistive ballooning (RBM) Vp > 10ps /2

Kinetic ballooning (KBM) VT, ; ~ 10ps /2
Micro-tearing (MTM) VT, ~ 10ps 0
Drift-wave (DW) Vn 1-10ps 0

Ion-temperature gradient (ITG) VT, 1-10ps >0
Trapped-electron (TEM) VT,,Vn | < 10ps 0

Electron-temperature gradient (ETG) VT, < ps /2

Table 1.1.: Pressure-gradient-driven plasma micro-instabilities responsible for driving turbulence,
modified from [88]. Micro-instabilities can be classified according to their drive
mechanism, their perpendicular scale length (relative to the sound Larmor radius

_ NLem;

Ps = 2B
diamagnetic directions respectively), and the cross phase between the pressure and
electrostatic potential perturbations. Most pressure-driven instabilities occur at

spatial scales around ps or larger, except for the electron-temperature gradient mode.

), their propagation direction (where + and — indicate the ion and electron

For a discussion of the physical mechanisms behind these instabilities, see chapter 4
of reference [88|.

experimental measurements or expected results’. By treating turbulence diffusively, transport
models are able to greatly reduce the computational cost of simulations compared to direct
numerical simulations of turbulence — which in turn permits the evaluation of large multiphysics
models able to capture many other processes in the edge. However, for predictive simulations
or for fusion devices with limited diagnostic coverage, the prescription of anomalous diffusion
coeflicients can introduce significant uncertainty. Beyond this, turbulence can exhibit complex
behaviour such as self-organisation and emergence, which cannot be described via diffusion
[99]. This is particularly important for describing transport into the far scrape-off-layer, which
is dominated by coherent ‘blobs’ [100, 101] which ballistically drive flows in otherwise stable
regions. Turbulence can also drive large-scale plasma ‘zonal’ flows which are thought to be
responsible for the edge transport barrier in improved confinement regimes [52]. If we want
to investigate effects such as filamentary transport or edge transport barriers, or to perform
predictive ab-initio simulations, we need models which can simulate turbulence directly.

To model turbulence in the edge and divertor, there are several numerical models which
are actively under development — including the gyrokinetic codes XGC [56], COGENT [102],
GENE-X [103], Gkeyll [104], ORB5/PICLS [105], GYSELA [106], the gyrofluid code FELTOR
[107], and the fluid codes GRILLIX [108, 109|, GBS [110, 111], BOUT++ [112], STORM
[113], Hermes [114], GDB [115|, HESEL [116] and TOKAM3X/SOLEDGE3X [91]|. These codes
model turbulence self-consistently, capturing the energy injection due to plasma instabilities,
the transfer of energy & interactions between vortices at different scales and the dissipation of
fluid kinetic energy at small scales. Once these ingredients are in place, complex behaviour such

9The use of reduced models to estimate anomalous diffusion coefficients is currently being explored [98].
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as coherent transport and zonal flows should develop self-consistently, allowing us to directly
investigate these effects.

1.5. Motivation and outline

Turbulence simulations are powerful tools for understanding and learning to control the edge.
These simulations can capture the drive and development of turbulence, as well as its interaction
with other physics such as neutral dynamics, the wall and the magnetic geometry. Compared
to directly analysing experimental results, simulations have the advantage of almost limitless
diagnostic access which lets us examine the dynamics of the edge in extreme detail, observing
the processes and interactions which give rise to complex phenomena in the edge. However,
simulations do not (and cannot) reproduce reality exactly. All models require simplifying
approximations — especially if we want to reduce the computational cost enough that we can
model the entire edge. These assumptions limit the applicability and accuracy of our models.
Because of this, before we can use turbulence modelling to interpret and predict the edge, we
need to rigorously validate these models against experimental results.

Turbulence models have previously been validated in basic plasma physics devices [117, 118,
119] and limiter configurations [120, 121]. However, there is still a need to rigorously validate

10 "even though almost all relevant fusion experiments

turbulence models in divertor geometries
and all planned fusion reactors use a divertor. There are several reasons why this might be the
case. Firstly, compared to limiter geometries, divertor geometries are more difficult to treat
numerically since the X-point introduces a coordinate singularity in field-aligned coordinates
[122]. Divertor geometries also have more complex dynamics than limiter geometries, both
directly due to the magnetic geometry [123, 41, 124| and due to physical processes such as
volumetric cooling which become important at lower temperatures [31, 43]. Finally, there are
not many existing ‘off-the-shelf’” datasets of divertor measurements suitable for validating edge
turbulence simulations. For validating the basic functionality of the models we need extremely
well-diagnosed experimental cases under simple!! operating conditions, and until turbulence
simulations were shown to be able to simulate such experimental cases there was little research
interest in collecting such datasets. In this work we close this validation gap, demonstrating

that turbulence models are now able to perform realistic simulations of diverted experiments.

In this thesis, we extend the GRILLIX model to perform simulations of realistic divertor
geometries and then validate the extended model against a series of dedicated experimental cases,

10Previous comparisons to diverted experiments have been performed, but these studies did not focus on
validating the turbulence models in the divertor. In Chang et al, 2017, A4 is successfully predicted on NSTX,
DIII-D and Alcator C-mod [56], but only a single comparison observable is considered making it difficult
to assess how accurately these simulations are reproducing the overall dynamics of the edge. In Riva et al.,
2019, GBS is quantitatively validated against outboard midplane measurements from a MAST discharge
[121], but only qualitatively compared to target measurements.

11 Away from operational limits, and without any interesting phenomena such as detachment. Turbulence models
will need to be validated under such conditions, but for initial tests, it is preferable to valid the models
against the simplest-possible cases.
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1. Introduction

including the first-of-a-kind diverted TCV-X21 validation scenario. We start by implementing a
new method for generating simulation grids in arbitrary axisymmetric geometries in section
5.4, which enables simulations in both standard and alternative divertor geometries [125]. We
then isolate a numerical issue that prevented simulations of open field-line regions in section
4.5, and implement an immersed boundary method to resolve this issue in section 4.6. These
modifications enable simulations across the separatrix of real experiments, using the magnetic
geometry from magnetic reconstruction codes. The extended model is used to simulate two
experimental cases, and the comparison of the simulated and experimental results is used to
assess how accurately GRILLIX simulations are reproducing plasma dynamics in the edge and
to suggest further improvements of the GRILLIX model.

The thesis is structured to give a comprehensive introduction to the GRILLIX model and
to demonstrate key steps in the rigorous testing of a turbulence model. In part II we focus on
introducing and developing the GRILLIX model. In chapter 2, we outline a derivation of the
drift-reduced Braginskii fluid model used by GRILLIX, starting from a kinetic description. The
derivation is used to highlight where simplifying assumptions are introduced into the model
and to discuss where these assumptions may become invalid. Then, in chapter 3, we derive a
set of sheath boundary conditions from a simple sheath model, again discussing the limits of
applicability of the necessary simplifying assumptions. Together, these chapters form the basis
of our qualification of the physical model, which helps to assess where the GRILLIX model
is applicable and how inaccuracies may be introduced into the simulations. Next, in chapter
4, we show how the physical model is translated into a numerical model. We introduce the
locally-field-aligned parallel discretisation method used by GRILLIX and resolve the boundary
stencil collapse issue which prevented stable simulations in open field-line regions. We then
discuss the wverification of the numerical model via the Method of Manufactured Solutions
(MMS), which ensures that our numerical model corresponds to our physical model. Then, in
chapter 5, we introduce a new method that exploits the flexibility of the locally-field-aligned
method to enable simulations of realistic diverted magnetic equilibria.

In part III, we validate the extended GRILLIX model. We shortly summarise the key aspects
of model testing and the validation-driven development cycle in chapter 6, discussing how model
testing can be used as an iterative process for improving the model. We then discuss the results
from the ‘X-point’ scenario in the TORPEX basic plasma physics device, published as reference
[126], and from the ‘TCV-X21’ scenario, published as reference [2|. We rigorously compare
the GRILLIX simulations to the experimental measurements and interpret the results of the
comparison to suggest the root cause of observed discrepancies and how the accuracy of the
model can be further improved. We also demonstrate how numerical diagnostics can be used to
provide an in-depth analysis of the results, focussing in particular on the nature and drive of
turbulent transport.

Finally, in part IV, we show how validation-driven development is already being used to test
new physics in the GRILLIX model, and discuss additional work towards validated reactor-
relevant simulations.
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1. Introduction

1.6. Further reading

e Ongena et al., 2016, Magnetic confinement fusion, doi:10.1038 /nphys3745: A compact
paper that introduces most of the core aspects of MCF fusion. If you're new to the field
or want a big picture overview, this is a great place to start reading.

e Chapman and Walkden, An overview of shared technical challenges for magnetic and
inertial fusion power plant development, doi:10.1098 /rsta.2020.0019: An introduction to
the challenges of commercialising either magnetic-confinement or inertial-confinement
fusion.

e Wesson, 2011, Tokamaks: The go-to textbook covering most aspects of fusion tokamaks.

e Stangeby, 2000, The plasma boundary of magnetic fusion devices: This extensive textbook
covers a broad range of topics relevant to the edge. Most edge researchers have a well-read

copy.

e Pitcher and Stangeby, 1997, Experimental divertor physics, doi:10.1088,/0741-3335/39/6,/001:
A more compact (and free!) review of divertor physics.

o Wagner, 2007, A quarter-century of H-mode studies, doi:10.1088/0741-3335/49/12B/S01:
A review paper covering research into high-confinement regimes, from the researcher who
first discovered them.

e Pitts et al., 2019, Physics basis for the first ITER divertor, doi:doi.org/10.1016 /j.nme.2019.100696:
An recent extensive discussion on the status and open research questions regarding the
ITER divertor.

e De Domenico et al., 2019, Complezity Explained, doi:10.17605/OSF.I0/TQGNW: A short
visual introduction to complex systems.

e Manz, 2018, The microscopic picture of plasma edge turbulence: in particular, chapter 3
for a clear introduction to 2D turbulent dynamics, and chapter 4 for an explanation of
the mechanisms behind pressure-driven plasma micro-instabilities.

e Claessens, 2019, ITER: The Giant Fusion Reactor: Bringing a Sun to Earth: A general
introduction to the ITER project, which also introduces the broader context and part of
the debate about fusion research.
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Part 11I.

Developing GRILLIX for realistic
simulations of the tokamak edge

Predictive capability has emerged as a key goal in
magnetic confinement fusion research not just for its
special value in designing and operating ever costlier
and more complex devices such as ITER and DEMO
but, more generally, because its attainment would
signify the quantitative maturity in understanding and
modelling that is required for success in fusion [127].

(P. W. Terry, 2008)
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2. The plasma model

Throughout this thesis we will use SI units, except for the temperatures which are expressed as
an equivalent energy in electron-volts. Wherever we write T, we implicitly mean kgT where
kg = 11605 K eV~ is the Boltzmann constant. Note that several plasma physics texts use c.g.s.
+ eV units. See the NRL plasma formulary for converting between different systems of units.

2.1. What, why, and how? The derivation and qualification of
the drift-reduced Braginskii equations

A plasma consists of a large number of charged particles, interacting with each other and with
external fields via the electromagnetic force. In a fusion plasma, we can use various conceptual
models to describe the dynamics. For much of the plasma volume, collisions are not sufficient
to thermalise the energy distribution, and as such we require gyrokinetic or kinetic models.
Towards the edge, the collisionality of the plasma increases, and the plasma energy distribution
approaches a local thermodynamic equilibrium. In plasma regions with near-thermal-equilibrium,
we can use fluid models, which evolve moments of the kinetic equations instead of the kinetic
equations themselves. Such fluid models are significantly less computationally expensive to
solve, albeit at the price of reduced fidelity.

In this chapter, we derive the set of differential equations — the drift-reduced Braginskii fluid
equations — which we use to model the plasma dynamics. This derivation can be found in
many references, several of which are listed in the ‘Further readings’ section at the end of this
chapter, and we don’t add anything new. Nevertheless, we will present the derivation in full, for
two reasons. The first is that it is difficult to understand the final set of equations unless you
know where they come from. The second reason is that we use the derivation to highlight the
simplifying assumptions used to derive the model and to discuss the limits of their applicability.
This is used for the qualification of the model, where we determine the conditions under which
our model is applicable.

We show how the Braginskii equations can be calculated from moments of the kinetic equations
with a collisional-magnetised closure. We then apply a number of simplifying assumptions and
perform a drift-ordering, which we use to eliminate high-frequency and small-scale dynamics
from the equations. Finally, we derive equations for continuity (2.56), quasineutrality (2.58),
momentum-balance (2.60), Ohm’s law (2.62), electron temperature (2.67), ion temperature
(2.71) and Ampére’s law (2.74). If you just want the final equations listed, you can find this in
Appendix A. Alternatively, if you want to derive the equations yourself, you can find a list of
useful formulas in Appendix B and some of the intermediate steps of the derivations in Appendix
C. Important equations will be marked in a box, and key terminology will be written in italics.
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2. The plasma model

2.2. From kinetics to fluids

2.2.1. Moments of the kinetic equations

This section mostly follows the derivation of Fitzpatrick, 2011 and Freidberg, 2014

The dynamics of a charged particle in a magnetic field can be described by the Lorentz force
Frorentz = q(E+v X B) = ma (2.1)

for q, m, v, a, E and B the particle charge, mass, velocity, acceleration and the electric and
magnetic field. In a uniform magnetic field without an electric field, this will result in helical
charged particle trajectories which follow magnetic field-lines [3]. For a collection of many
particles, we can describe each plasma species with a distribution function f,(r, v, t), which
gives the phase space density of particles. This can be considered as giving the number of
particles within some range of velocities d3v, within some range of positions d3r and at time t.
Alternatively, we can integrate over all velocities to find the density for some species a

na(r,t)sza(r,v,t)dgv (2.2)

If we ignore processes which can transform particles into other species (i.e. fusion, ionisation,
recombination), we can write the evolution of the distribution function in terms of phase space
conservation. A further simplification is to separate the electromagnetic fields into a smooth
large-scale component and a short-range component corresponding to collisions between particles.
This gives the Boltzmann equation
dfa dfa )
Cc

—+v-Vfa+%(E+va)-VUfa=(—
Mgy

ot ot (2:3)

where (3;;') is a term which represents the change in the distribution function due to collisions
c

(short-range electromagnetic interactions). This equation is coupled to Maxwell’s equations (for
the large-scale fields)

VXE = —aa—lf (2.4)
VXB = puoJ + eoyog—lj (2.5)
V.E= & (2.6)
V-B=0 (2.7)

with current and charge densities

j=) qe / v fudo (2.8)
Pq = ane/fad?’v (2.9)
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2. The plasma model

The Maxwell-Boltzmann equations form the basis of kinetic models, which treat small volumes
of phase-space statistically. Kinetic models contain only a few robust assumptions, so they
should reproduce almost all of the dynamics of a single-particle description of the plasma.
However, they are also extremely expensive to solve numerically — and so aren’t going to let
us model the entire edge. To make simulations of large volumes, we need to make simplifying
approximations. Omne approximation is to treat the fast particle gyromotion as effectively
instantaneous and model charged rings rather than gyrating particles, giving the gyrokinetic
equations. By eliminating the gyromotion, gyrokinetic models can use larger time-steps than
kinetic models, and additionally need to treat only two velocity-space dimensions instead of
three. These simplifications reduce the computational cost enough that gyrokinetic simulations
of the whole plasma edge are currently computationally feasible, albeit still expensive [56].

To further reduce the computational cost, we can compute moments of the distribution
function, which are velocity-weighted-averages of functions g(v), averaged over all velocity space

(g(0)) = %/g(v)ﬁxd% (2.10)

The lowest-order moments are of interest since they correspond to quantities with well-understood
interpretations and conservation properties. We've already seen the 0*"-order moment — the
particle density n,, which we can compute by using ¢(v) = 1. The 15*-order moment is the bulk
flow velocity u,, which we compute using g(v) = v. The velocity u, defines the centre-of-mass
frame, where the net momentum of the plasma species is zero. Moving back to a fixed reference
frame, the species momentum will be m,u,. We can use the centre-of-mass frame to separate
between a bulk plasma motion at velocity #,, and a random thermal motion w = v —u, (which
has (w) = 0). This allows us to write the 2"?-order moment in terms of the random kinetic
energy, temperature or pressure of the particles. We can write the mean thermal energy of the
particles of species a as

£q = %ma (w?) (2.11)

More often, we express the thermal motion as a pressure, which is described in full by the
pressure tensor

P =man, (w ® w) (2.12)

or by components (P) = Mahgy <wiw]->
1]

The pressure tensor can be split into a scalar pressure — equal to the average of the diagonal
elements (which are all equal to p, for an isotropic system)

1 1
Pa = gmana <w2> =3 Trg (2.13)

and the anistropic pressure tensor (for I the identity tensor), also called the generalised viscosity

tensor

O =P —p.l (2.14)

—Q
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2. The plasma model

We can also use the scalar pressure to define a temperature, determined from the ideal gas law
Pa = naTy

Ta = pa/Na (2.15)

We can write the 3'4-order moment, the heat flux due to random thermal motion, as

Gy = %mana (ww2> (2.16)
We can find equations describing the evolution of the moments by taking moments of the
Boltzmann equation. Due to the conservation of particles, momentum and energy, we can find
conditions on the form of the collision operator. Generally, we treat reactions such as fusion,
ionisation, recombination or radiative emission as separate sources or sinks, and only consider
elastic collisions in the collision operator. As a result, the collision operator only contributes to
frictional momentum transfer R, = Zﬁ R,p and heat transfer Q, = Zﬁ = Qqap between unlike
species a and . This lets us write the equations for the moments as

Jd
a—}z + V * (naua) = Si’la (217)
d
MaNgy [% +u, - Vu,| —qgaeny (E+uy, XB)+V .Ea =R, (2.18)
3 T,
éna[a—:+ua~VTa +P :Vua+V~qa:Qa+Sga (219)
—

where the terms in the square brackets are advective derivatives % = [g—{ +u, - Vf ], and Sy,

and S, are particle and energy sources or sinks. The term P : Vu is a double-inner product,

—a
3(”11 )]

which can be calculated component-wise as Zi,]- (B ) e
—a i

1

To arrive at the above moment equations from the Maxwell-Boltzmann equations, we didn’t
make any further assumptions. Although we used terms like ‘isotropic’ and ‘temperature’, we
can use the definitions of these terms without requiring local thermodynamic equilibrium (we
could just as easily have called them something else). However, the equations aren’t closed. The
q, term in equation 2.19 is a 3'%order moment which we haven’t yet worked out an equation
for, and haven’t yet defined expressions for terms like R, and Q,. We could, of course, find an
equation for any k*-order moment from the Boltzmann equations — but this will, inevitably,
depend on the (k + 1)*-order moment due to the v -V fa term. To find a finite set of equations
we can solve, we need to introduce a closure.

2.2.2. Fluid closure

We can close the moment equations by asymptotically expanding in some small parameter. An
example of asymptotic closure is the Chapman-Enskog collisional closure, where the dynamics
are expanded in terms of the Knudsen number Kn = A, ¢, /L (for Ay sy the mean free path and
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2. The plasma model

L the dimensions of the system). For neutral fluids, expansion to first-order in Kn gives the
familiar Navier-Stokes equations. For plasmas, we can perform two expansions using a similar
method — in terms of A, ¢, /L for collisional plasmas, and additionally in terms of p,/L = %
for collisional-magnetised plasmas — giving the Braginskii equations in the unmagnetised and
magnetised limits respectively. The distribution function f, is expanded in terms of some small

parameter € as

fa=fotefi+elfat... (2.20)

The 0*"-order component is always taken to be a Maxwellian distribution — the velocity dis-
tribution corresponding to a local thermodynamic equilibrium — since this causes the collision
operator to vanish. However, since a Maxwellian distribution is isotropic, the associated heat
flux and viscosity will be zero. To find expressions for g and II, the Boltzmann equation is
linearised and f; is expanded in velocity space using a series of La_guerre polynomials. This gives
an infinite set of simultaneous equations for f; in terms of fy, which is truncated to just two
terms, giving a set of two simultaneous equations. Finally, we take moments of our expression for
f1, to find expressions for g and II. This asymptotic closure procedure gives closed expressions
for R, I, g and Q, which we can use with equations 2.17-2.19. The resulting combination of
equations and closure is called the Braginskii equations.

We've left out a lot of details. However, it’s useful to understand the general procedure,
since it can help us to identify when and how the closure approximation might give unrealistic
behaviour. By using a Braginskii closure and truncating our expansion of the distribution
function and the collision operator, we’re making several strong implicit assumptions. Firstly,
we assume that f, is actually close to a Maxwellian — requiring that 7, ~ Tj /2 /n is much shorter
than the time-scales that we're interested in, or alternatively that Ay, ¢y ~ T?/n is much shorter
than the spatial scales that we're investigating. In magnetised fusion plasmas, this is generally
true perpendicular to the magnetic field, but not along the magnetic field [128]. However, at very
small (sub-Larmor radius) scales, the fluid approximation also breaks down perpendicular to the
magnetic field — once finite-Larmor-radius effects start to become significant. Additionally, by
neglecting the higher-order moments, we lose ‘collisionless’ effects which involve particles with
specific energies. This means that particle trapping and Landau-damping are not contained in
the model — and so we miss instabilities like the trapped-electron-mode and can find unrealistic
heat fluxes.

This raises an interesting question: what happens if we try to model the plasma with a fluid
model, even after it is no longer formally valid? The density, velocity and isotropic pressure are
all determined by the f; Maxwellian component, and so should remain reasonably well-behaved
(albeit not necessarily realistic — since they're affected by the higher-order moments) as the
fluid approximation becomes marginal. The heat flux g and viscous stress tensor II are not
determined by the Maxwellian component, but rather by the f; and higher-order com&)nents of
the distribution. Since the Braginskii closure only includes a truncated-series-expansion of fi, it
is unsurprising that these terms most quickly become unreasonable as we approach the limits of
the fluid approximation.
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2. The plasma model

Although the Braginskii equations are closed and therefore solvable, they include phenomena
across vastly different spatial and time scales. This is a problem for modelling — a lot of the
fast and small-scale dynamics aren’t of much interest for us, but if we simply ignore them they
can cause numerical problems. As such, we make further approximations to focus only on the
turbulent dynamics.

2.2.3. Quasineutrality

Despite consisting of charged particles, most plasmas have very little space-charge. Highly mobile
electrons can respond extremely quickly to any charge imbalance, such that over large-enough
spatial and time scales the plasma is close to neutral. Despite this, the plasma can internally
generate electric fields — indeed, these are crucial for turbulent transport. We want to eliminate
dynamics at the very fast time-scales and small spatial scales where single-particle motion leads
to charge imbalances (since these are expensive to simulate), but to retain the larger electric
fields which lead to transport. This separation is referred to as the quasineutrality approximation.
The time and spatial scales over which charge imbalances occur due to single-particle motion

-1/2
are, respectively, the inverse electron plasma frequency ¢ ~ a)_; = (:0%) and the electron

Debye length Ap, = Uth,ea)ﬁ,le, for vip e = /1o /m, the electron thermal velocity. We want to

eliminate dynamics which vary at these scales, and so assume that the dynamics of interest
follow

L9

@pe s <1 and Ap,V<x1 (2.21)

We can use this to find a condition on Gauss’s law

Ap Vo < ¢ (2.22)
g2y o 8P
env ¢ < T (2.23)

We can identify V- E ~ V2¢ (assuming that the electromagnetic part is of the same order as

the electrostatic part). The term % is of the order as the electron perturbation in response to

a perturbing potential ¢ (i.e. see a derivation of the Debye length), and so we expect % < 1.
Therefore,

Pi_%0y ey (2.24)
en en

Therefore, on spatial scales larger than Ap ., only a small fraction of the total plasma density
leads to a charge density and the resulting electric fields are required to smoothly vary. Then,
taking the divergence of Ampere’s law and we find

JE
VXB= !.10] + [,10805 (225)
dpg
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Since we have assumed that p, < en and w;}z% < 1, we further assume that V-] =~ 0.

Although we have some small finite charge density, its time derivative is even smaller and as
such we assume that V - J is negligible. Finally, looking again at Ampere’s law, we can multiply
by the entire equation by Ap ., = vth,ea);}e to see that

2
Uth,e —92 JE

a) —
c?2 TPe ot

2
th,e

-2 _ 2 -2
Vi e @WpeV X B = povy, w, ] + (2.27)
If we assume that vy ./c < 1, then the second term on the RHS is an order smaller than the
other terms. Therefore, using the non-relativistic and quasineutral orderings, we can drop the

displacement current term and write Ampere’s law as

VX B = ugf (2.28)

2.2.4. Small g limit

We additionally require that the effective magnetic pressure is much stronger than the thermal
pressure. We can write this as a condition on the electron dynamical f3,

2 0 C2
&=if=%«L (2.29)
Ua

where ¢ is the sound speed and vg = B/ \ponim; is the Alfvén speed. vg > ¢s implies that
the response of the magnetic field to pressure perturbations will be effectively instantaneous
compared to the evolution of the pressure perturbation. This is used to assume that the magnetic
field is always in a static equilibrium with the perpendicular pressure profile, which lets us ignore
compressional Alfvén (fast magnetosonic) waves. We do, however, keep the magnetic tension

response to pressure perturbations — which represents a competition between electron inertia %

and magnetic induction %. This leads to shear Alfvén waves (also called torsional Alfvén or
slow magnetosonic waves) which travel along the magnetic field. A small perpendicular variation
in the magnetic field will be induced by the change in Aj;. This can lead to ‘magnetic flutter’
cross-field transport, which occurs when the perturbed field-lines connect regions of different
pressure. However, for the very low f, values in this thesis, the effect was found to be minimal®,
and so the term was disabled to reduce computational cost.

2.2.5. Flute-mode and drift approximation

In a magnetised plasma, the confining magnetic field impedes particle motion across the magnetic
field but permits motion parallel to the field. As such, it is generally reasonable to assume
that perturbations will be spatially small perpendicular to the magnetic field, but elongated
parallel to the magnetic field. (This assumption may become marginal in the presence of strong
parallel gradients due to neutrals or the divertor targets). The resulting structures look a little

IThe flutter term is stabilising and so the initial instability starts later, but the saturated states with and
without flutter were more-or-less equivalent at low B, [129].
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2. The plasma model

like elongated tubes or flutes, bent to follow a magnetic field-line, and so this is called the
‘flute-mode’ approximation. Under the flute-mode approximation, we assume that the parallel
and perpendicular dynamics are strongly separated. As such, instead of solving a 3D vector
equation, we instead solve a 2D equation for the perpendicular dynamics and a 1D equation for
the parallel dynamics. By itself, this doesn’t help much, but if we combine this with the small-S,
assumption we can strongly simplify the perpendicular dynamics. With the small-f assumption,
the perpendicular magnetic pressure will evolve much faster than small perpendicular (kinetic)
pressure excitations. We can use this to perform an ordering: we assume that the time-scales T
which we’re interested in are much longer than the inverse cyclotron frequency Q=1

gaB

My

Q' = > 1 (2.30)
that the frequencies and time-evolution scales of interest w ~ d/dt are lower than the cyclotron
frequency,

(d/dt) < Q, (2.31)

that the parallel spatial wave-number is less than the perpendicular spatial wave-number,
k|| <k, (2.32)

and that the perpendicular spatial wave-number is much larger than the inverse gradient length

of the magnetic field.
VB
ky > 5 (2.33)
We can use the drift ordering to isolate the dynamics of interest. In section 2.4 we will show

how this ordering lets us linearise the perpendicular momentum balance.

2.3. The magnetised two-fluid Braginskii equations

Having introduced our approximations, we now need to combine them to simplify the moment
equations. For simplicity we assume a single ion species with g = +1, plus a single electron
species. We also use the quasineutrality approximation, such that n, = n; = n. We then take
the moment equations (2.17-2.19) and use the magnetised limit (Q,7, > 1, for 7, the collision
frequency) of the Braginskii closure to find expressions for R, II, Q and q. As a shorthand we
adopt the notation -

‘ui:uandue:v‘

From quasineutrality and continuity, we have two equations for n

on on
E'FV'(]’I'U)—E

We usually keep the electron continuity equation, and replace the ion continuity equation with

+V-(hu) =38, (2.34)

the quasineutrality condition

Vj=eV-n(u—-v)=0 (2.35)
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where j = en (u — v) is the current density. Since the Maxwellian distribution is isotropic, we

separate the pressure tensor (2.12) into an isotropic pressure (pg, equation 2.13) and a viscosity

(IT , equation 2.14). Under the Braginskii closure, the electron viscosity will be a factor of
X

\mi/me = 424/m;/m;, smaller than the ion viscosity, and so we drop the terms which aren’t
involved in diamagnetic cancellation. An expression for the components of the ion viscosity can
be found on p.15 of Zeiler, 1999 (called the stress tensor and denoted as P).

A further simplification is made by keeping only the parallel components of the friction
Ry=R- b=R-R,. The perpendicular friction is important for setting the dissipation scale of
the turbulence. However, since we often don’t resolve all the way down to the dissipation scale,
we use a tunable ‘hyperdiffusion’ instead of perpendicular friction. These simplifications allow
us to write the momentum balance equations as

J A
men §+U-V}’0:—Vpe—en[E"'vXB]"‘Rllb (2.36)
0 A
min §+u-V u=-Vp;—V-I +en[E+uxB]-R;b (2.37)
=i
For the temperature equations, we again neglect the electron viscosity, giving
d
57’[ §+U-V Te+pEV"U:—V'qe+(Q3_Qei)+Ssg (238)
3 |2
51’1 E-FM'V Ti+in'u+E‘3u:_v'qi+Qei+Ss,- (239)
—1

where S, and S;, are local sources of energy which change the electron and ion temperatures.

2.4. Applying the drift-approximation and small-§ limit to the
magnetised Braginskii equations

Next, we apply the drift approximation to separate the parallel and perpendicular flows.
The electric field is assumed to be electrostatic perpendicular to the magnetic field, and
electromagnetic parallel to the magnetic field?. Therefore, we only need to retain the parallel
component of the magnetic vector potential Aj, and we can write the electric field as

A
Ej=-—1-Vj¢ and EL =V, (2.40)

We then solve the ion momentum balance equation for the perpendicular ion velocity u, = u—u”l;.
To isolate the perpendicular component of the velocity u#, we use the ‘drift operator’ (equation
B.17) on equation 2.37.
minf) J ] ﬁXVpi bxv'g‘ enBXV(1)
—_— u=— —_ —

B —+u-V .

ot B B B

+enu, (2.41)

2This assumption is justified a posteriori on p3.15 of Scott.
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A

b
+—xV-1II 2.42
" enB =i ( )

d
—+u-V

:BqubJerVpieriB
ot

B enB eB

u, X

We have u on both sides of the equation. To solve this, we can linearise the equation in terms
of (d/dt) /Qy = m;(d/dt) /(giB) < 1, which is assumed to be small due to the drift-ordering
(equation 2.30). We can directly see this small parameter in the inertial term, and if we explicitly
expand the bx V- Ei term we see that it is of the same order as the inertial term. Therefore, to

leading order, we can write

d/dt
U, = UExp + Ugis + O (/—) (2.43)
Q;
for the E X B drift
bx Vo
UExE = — (2.44)
and the ion diamagnetic drift
b x Vp;
Uiia = eanl (2.45)
Similarly, for the electrons
d/dt
V1 = Upxp + Vgig + O ( / ) (2.46)
Q,
for the electron diamagnetic drift
bxV
Vgia = — eane (2.47)

We then use the leading-order drifts to find the ion inertial response, expanding equation 2.42

to first-order in (d/dt) /Q;. We will not, however, determine the electron inertial response, since

d/dt  m,d/d d/dt
o~ wa <4 )

this is much smaller than the ion inertial response since % <1l =20 ( O
1 1 1 1

Substituting the leading order perpendicular ion drifts plus the parallel velocity qu) into equation
2.42 gives

d/dt\?
UL =UExB + Ugdig + Upol + o (g/]_) (2.48)
1
for the polarisation drift
mib d A b
Upol = j X E +u- V] (MHb + UExB + udia) + ﬁ XV gi (2.49)
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2. The plasma model

Provided that the characteristic scale for magnetic field variations is much larger than the scale
of the turbulence (assumption 2.33), we can commute the bX operator through the advective
derivative? to cancel the parallel component, which lets us write the polarisation velocity as

Upol = ;Tin; [i ] (VJ_QZ) J_Pl) + L XV (2.50)

ot en enB —z

We need to explicitly write out the velocity term inside the advective derivative. Due to a
property of the diamagnetic drift called dz’amagnetz’c cancellation, the diamagnetic drift does not
contribute to advection, since the term —udm Vu cancels with part of bxV- H (we write
the remaining part as II ). This can be seen directly from the expansion of V - H given on
p-18 of Zeiler, while the_general principle of diamagnetic cancellation is discussed on p-2.37 of
Scott. Conversely, to ensure energy conservation, we do need to include the polarisation velocity
in the advection*. Unfortunately, this is very difficult to treat numerically, so in the numerical
model we drop the polarisation velocity from advective derivatives, and we approximate the
polarisation velocity as

-m; | 0 Vipi b
Upol = —F5o E (””b + UExB +/p@T) ] (VJ_(P + on ) + P XV. gi,dia (2.51)

This was quite a bit of work for a ‘correction’ term! Couldn’t we have just dropped this term
and saved ourselves the effort? Unfortunately, no. Although the polarisation velocity is small
compared to the E X B and diamagnetic drifts, its divergence is of the same order. Therefore,
wherever u,,; appears under a divergence, we need to keep it. Physically, if particles are able to
instantly respond to pressure perturbations, the perturbation will not grow. It is only due to
terms like inertia and electromagnetic induction that we get a non-instantaneous response and
an energy source for our turbulence.

2.5. The final equation set

With the drift approximation, our electron and ion velocities can be written as

]

U = UExB + Og4ig t+ (u” - l) b (2.52)
en

U= UExp + Ugia + Upor + 1D (2.53)

where the parallel current density is

ji = en (u) —vy) (2.54)

3Using the product rule we see that b x [% +u- V] u= [% +u- V] (13 X u) -—ux [% +u- V] b. Provided that
the magnetic field doesn’t change too quickly in space or time compared to the velocity, it is reasonable to
drop the second term since it should be much smaller than the first.

4This is curious, since Upo] is formally an order down compared to ugxp or ”HB' However, its divergence is
of the same order as V - upxp (see Scott p3.6). If we consider vector identity B.9, we can see that a u -V

operator acting on some arbitrary vector function A can be related to a divergence V - u.
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2. The plasma model

Although we need it for energy conservation, we will drop the polarisation drift from u -V
because this term is difficult to treat numerically, and will further drop up,; unless it appears
under a divergence. We can substitute the expressions for the velocities into equations 2.34-2.39
and add the constitutive terms from the magnetised-Braginskii closure to find a set of equations.
The final equations are expressed in terms of the ion stress function G (defined on p.18 of Zeiler
and given in equation A.1), which gives the component of the ion viscosity which remains after
diamagnetic cancellation.

Continuity equation

Since we neglected the perpendicular electron inertia, the electron continuity equation is simpler
than the ion equation. As such, we use equation the electron continuity equation (2.34) with
the electron velocity (2.52) to give the evolution of the common density n

% ,\
a—iz+V-nuE><B+V-nvdm +V-nv||b: 0 (2.55)
We expand the E X B flux using the vector identity B.5 and write
V xb Vxb\ V ' A
%+uEX3-V]n:—n( ) Vo - ( )-%+V-(]el—nu”)b (2.56)

Quasineutrality equation

We substitute both the electron and ion velocities (equations 2.52 and 2.53) into the quasineu-
trality equation (equation 2.35), and then rearrange to find an expression for the polarisation

flux
eV nupy =V - j||13 +eV-nugi, —eV-nvg, (2.57)
min | d Vipi
N lid Bl .V
B2 | 3t + u”V” + UEXB ] (VJ_Q{) o )
.~ [VxDb Vxb
=V~]||b+( 3 ) Vi (pe +pi) - 6( 3 )~VG (2.58)

The quasineutrality equation gives the evolution of the electrostatic potential ¢.

Momentum balance

To find an equation for the parallel velocity, we project both momentum equations (2.36,2.37)
into the parallel direction by applying the b- operator. We then cancel the diamagnetic velocity
terms ug;, - V and vy, - V with corresponding terms in V - H and V - H Finally, we add the

two parallel components together and drop uy,; since it is hard to evaluate numerically, giving

0 N
E + UEXB -V +W+ M”V” u| = —V” (Pe + Pi) -V (gi)” b (2.59)
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2. The plasma model

2
) -V - ngVnBi

0
min | — + UExB * V+ M”V” u| = —V” (Pe + Pi) +

= (2.60)

3/2

mipi V xb
B

Ohm’s law

The parallel component of the electron momentum equation can be used to find an equation
for the evolution of the parallel current density. We again cancel v4i, - V with part of V- I1,,
and then drop the rest of the electron Viscosity tensor The electric field is written in terms of
the electromagnetic four-potential E = =V — at , which we project into the parallel direction.
The parallel friction is written using the constitutive equations from the Braginskii closure

A -1
as R” =R-b= 827’1217”(1/!” - U”) - 0.7171V||Te = enn”j” - 0.7171V||Te for 17” = (1.96%) the
parallel Spitzer resistivity. The first term in the parallel friction is simply friction, while the
second is the thermal force®. We can therefore write

d il ) IAy _ _Vipe

ot

e 1
en ot en Vig +myjj - 0-716V||Te (2.61)

e

+ UEXB * V + U”V”] (MH -

. d . dj
We can use equation 2.60 to show that % will be a factor of m,/m; smaller than the % term,
and so we drop it from the left-hand-side, giving

d
ot

me A Vpe

ot en

. 1
= Vie —myjy+0.71-VT. (2.62)

+ UEXB * V+’U||V||] ]ﬂl +

Since this equation relates the current density to the electric field via a resistivity, we refer to it
as the generalised Ohm’s law.

Electron temperature equation

An expression for the evolution of the electron temperature can be found by expanding the
electron temperature equation (2.38) in terms of constitutive equations from the Braginskii
closure. These are the frictional heating Q. = (u) —v)R|| = T]”jﬁ - 0.71%j||VTe, the electron-ion

3me n(T.—T;)

T and the electron heat flux

heat exchange Q,; =
5 Pe 1 _ . A
g, =—X),eV)1e b- ——Bb X VT, — O.71;Té]||b (2.63)

representing a random-walk thermal diffusion, a diamagnetic heat flux (see p2.34-2.35 of Scott)
and a ‘hot-tail’ term. The last term accounts for the fact that current is primarily carried by

5The thermal force acts in the direction opposite to the temperature gradient, since higher temperature electrons
have a lower collision cross-section and therefore experience less friction. The thermal force can be considered
a correction to the bulk friction, and it acts against the temperature gradient.

34



2. The plasma model

high-energy electrons, and as such we can associate a current with an additional advective heat
flux. The electron heat conductivity is written as

T,
X = 3165 (2.64)
C

for the electron collision time
6\/5773/263 ,—meT€3/2 T33/2 -
e = In Aetn T Th (2.65)

and the Coulomb logarithm
n T

which we approximate as a constant, evaluated at the reference density and electron temperature
(see Appendix A). We don’t introduce new assumptions in the derivation of the electron
temperature equation (although we do use some of the approximations that we made earlier),
so won’t show the derivation here. However, it’s not entirely straightforward, and so you can
find the derivation in Appendix C.1. The final result is

3[9 Vxb Vxb
5 at+u}5><B V+’0||V||] g—_T(( B ) Vq5+V ’()||b+—( B )Vpg)
1 T, [V
+—V [)(HEV”Tb] +§—( ;(b) ~VT€
0.71T, 3m, (T, = T;)
+——V b+ —+S8 2.67
p Ji ’7||]|| T, T, (2.67)

Ion temperature equation

Similarly to the electrons, we can rewrite the ion temperature equation (2.39) using the
constitutive equations from the Braginskii closure. In this case, the relevant terms are Qj,
(defined in the previous section) and the ion heat flux

5 pi

q; = =X,V Tib = 5

—B X VT; (2.68)
representing a random-walk thermal diffusion and a diamagnetic heat flux. The ion heat
conductivity is

nTit;
Xl,i =39 !

(2.69)

l
for the ion collision time
3/2 3/2
127‘[3/263\/71/11"1—;- / ~ T, /
In Aetn n

Ti = (2.70)
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2. The plasma model

for the Coulomb logarithm defined in the previous section. The derivation of the final T; equation
is similar to the derivation for the T, equation, except we now have u,,; in our velocity. We use
the continuity equations to replace V - u with V- v + % (v —u) - Vn, which is why we have the
electron diamagnetic velocity in the top row. The derivation is given in Appendix C.2, and the
final result is

+ -y

T; _mf)_i_gme(Te_Ti)+ G?

n

e

mi

+ST,-

3[9 V xb 1(Vxb
i V4V |T=-T Vo +V-ub+— .V
5 |5 tuExs -V Ay ||]z z(( B ) P+V-uy +n( B pe
1 .1 5T (Vxb
+EV'[X|MVIITZ"°]+§;I( B )VT

(2.71)

Te 3nn;

Ampére’s law

The set of equations is closed with Ampére’s circuital law VX B = pj. From the quasineutrality
condition, we use the quasi-static form of Ampére’s law. We can write the curl of the magnetic
field in terms of the vector potential (which is divergence-free in the non-relativistic limit)

poj =V x(VxA) (2.72)
=V(¥4A) - VA (2.73)

Taking only the parallel component then gives
VIA)| = pojy (2.74)

2.6. Normalised equations

The equations for continuity (2.56), quasineutrality (2.58), momentum-balance (2.60), Ohm’s
law (2.62), electron temperature (2.67), ion temperature (2.71) and Ampére’s law (2.74) form
a complete set. We could solve them as they are, although we’d need to be careful to make
sure that we're consistent with our units. Instead, we normalise the equations to a set of
reference values, which leads to a number of dimensionless (unit-less) parameters appearing
in the equations. The normalisation parameters, dimensionless parameters and normalised
equations are given in Appendix A.

Our choice of reference parameters should not affect the simulations®, while the dimensionless
parameters do have a strong influence since they set the relative strength of terms in the
equations. One slight exception is the use of a constant Coulomb logarithm In A which is
calculated from the reference parameters, which gives a (weak) dependence on the choice of
reference density and electron temperature.

6Reference parameters could have an effect numerically, particularly if the choice of reference parameter leads
to overflow errors. However, since double-precision numbers can represent values between 107308 — 10308
any reasonable choice of reference value will not lead to overflow errors (for single precision, the range is

10738 — 1038, which could conceivably be reached with a poor choice of reference values).
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2. The plasma model

2.7.

Further reading

Braginskii, 1965, Transport Processes in a Plasma: the book chapter where the ‘Braginskii
model” was originally published. Remarkably relevant and readable.

Zohm, 2015, Magnetohydrodynamic Stability of Tokamaks: section 1.1.1 gives the derivation
of the fluid equations from the Boltzmann equation.

Freidberg, 2014, Ideal MHD, section 2.3 up to 2.3.3, also giving the derivation of the fluid
equations, in complement to derivation in Zohm.

Scott, 2001, Low-frequency Fluid Drift Turbulence in Magnetised Plasmas: a comprehensive
thesis that rigorously derives the drift-reduced Braginskii equations and provides an
extensive commentary on their use and analysis.

Zeiler, 1999, Tokamak Edge Turbulence: a more brisk introduction to the drift-reduced
Braginskii equations, with some useful perspectives on plasma turbulence.
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3. Sheath boundary conditions

3.1. What, why, and how? Using a sheath model to find
boundary conditions for our model

For all fusion experiments on earth, at some point — via classical, neoclassical or turbulent
transport — the plasma will collide with the solid walls of the device. Once plasma particles
reach the walls, they mostly recombine into neutral particles which are reflected back into the
plasma volume, where they are reionised. As such, the walls act as a sink for plasma particles
and a source for neutral particles. However, due to the very different masses of electrons and
ions, random thermal transport to the walls will lead to different rates of electron and ion
loss, resulting in a net current to the walls. To keep the plasma volume quasineutral, the bulk
velocity of electrons and ions must be modified to (approximately) balance the losses. This
requires a strong electric field in a small (~ Ap ) region near the walls called the sheath, which
breaks the quasineutrality assumption (2.2.3). The electric field extends some short distance
into the plasma (~ p;), in a region called the magnetic presheath, where it deflects ions from
the field-lines and breaks the ion-drift-ordering (2.2.5). As such, the model that we derived in
chapter 2 is valid only up until the magnetic presheath entrance (MPSE).

Despite being small, the sheath has a significant effect on the bulk plasma. As such, if
we want to accurately model the edge plasma, we need to either model the sheath directly —
which would require coupling to a kinetic model [130] — or at least approximate its effects on
the bulk plasma. Since kinetic models are extremely expensive, we instead look for solutions
to (strongly-simplified) sheath models to find a set of sheath boundary conditions which give
expressions for the MPSE plasma in terms of the bulk plasma properties. The assumptions
required to arrive at an implementable set of equations are less rigorous than those made in
chapter 2, and there is little consensus amongst the modelling community per what sheath
boundary conditions should be used. As such, we need to use validation (Part III) to test our
model and boundary conditions against experiment.

In this chapter, we first present the boundary conditions for a normal sheath in an unmag-
netised plasma. This closely follows results available in literature, although we modify the
standard result to allow for sub and supersonic sheath entrance ion velocities. We then discuss
the magnetised case, introducing the magnetic presheath and drifts, and boundary conditions for
the simulations in this thesis. Finally, we discuss part of what makes this topic so challenging,
and what an improved set of boundary conditions might include.

38



3. Sheath boundary conditions

Bulk plasma

Presheath

I('pplasma

se

v

q)waII:O

Figure 3.1.: A normal sheath for an unmagnetised plasma with g = 1. The plasma is divided
into regions — the bulk plasma, the presheath and the sheath. As we move towards
the wall, the electric field increases, accelerating the ions towards the wall and
repelling the electrons. In the presheath, this electric field is weak enough that we
can still apply quasineutrality, while in the sheath the electric field is stronger and
a significant space-charge develops, with 71, < n;. In this thesis, we assume that the

wall is conducting and grounded.

3.2. The normal sheath

3.2.1. The Bohm criterion

In a simple unmagnetised plasma, as depicted in figure 3.1, an electric field develops spontaneously
to balance the electron and ion fluxes. This electric field accelerates ions towards the wall,
and repels electrons, leading to a region of space charge where the quasineutrality condition
is broken. If we neglect collisions, we can derive the Bohm condition for the ion velocity at
the Debye sheath entrance. We assume that the electron energy distribution function can be
approximately described as a Maxwellian, so that we can relate the electron density at some
position x near the sheath entrance to the electrostatic potential, via the Boltzmann relation

e (qb(x)_ﬁbse)] (3.1)

ne(x) = nse exp [ T
e

where ng, and @, are the electron density and electrostatic potential at the sheath entrance.
Then, if we assume that the ion thermal velocity is negligible compared to the bulk flow
velocity, and that the ion velocity is due only to the acceleration by the electric field, via energy

conservation we have

1 1
§miu(x)2 +ed(x) = Emiufe + ese (3.2)
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3. Sheath boundary conditions

We assume that there are no sources in the sheath, and if we further assume that the flow is
incompressible we can write the ion continuity equation as

() u(x) = ngellse (3.3)

ni(x) = Nsge (use/u(x))

which we can rewrite using equation 3.2 as

~1/2

e X)—
Tli(x) = Nge [1 - —((P(K) (PSE)] (35)

se

for K, = %miuge. Then, using the electrostatic form of Poisson’s equation (for g; = 1)
82qb e
ViE=-—73 = o (ni(x) — n.(x)) (3.6)
-1/2
&V -E - _ €0 82¢J 1= e (qb(x) - qbse) — exp e ((P(X) — qbse) (3 7)
enge enge dx2 K, T, '

Rather than attempting to solve for ¢, lets consider the values which the right-hand-side

2.00 £ov- E/ense 100
1.75 - 2
1.50 - 1o
g 125 | 104
¥ 1.00 Lo
é 0.75 -—107*
0.50 - o
0.25 -
0.00 ~10°

-1.00 -0.75 -0.50 -0.25 0.00 0.25 0.50 0.75 1.00
y=e(p(x) — dse)/Te

Figure 3.2.: The right-hand-side of equation 3.8, for different values of the normalised potential

difference 1 = T% (qb(x) - qbse) and the Mach number Mg, = Use/Cse = tse /N Te /M.
There are two distinct branches which give a minimum space charge p; — one with
P(x) = ¢se (a field-free plasma) and another with ug./cs oc P(x) — Pse.

of the equation can take. First of all, since the entrance to the sheath is still quasineutral,
we know that )EOZ'E‘ < 1. Then, if we make the change of variables 1 = T% (qb(x) - qbse) and

€Nse
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3. Sheath boundary conditions

Mse = use/Cs = use/ Tg/mz we can Write

~1/2
&V-E 2y
—|=|l-— - <1 3.8
e = @9
In figure 3.2 we have evaluated egZ f“ as a function of 1 and M. There are two branches which

fulfil the quasineutrality condition — ¢ =0 or a M o 1. ¢ = 0 would imply that the electric
field is negligible, which is the solution valid for the bulk plasma. Near the sheath entrance, we
want some electric field pointing towards the wall, to accelerate the ions and repel electrons.
Looking at ¢(x) in figure 3.1 (generated using sheath_potential.ipynb), if we pick x at some
point in the bulk plasma ¢se — ¢(x) = Pprasma > 0, which corresponds to

T,
M>1 & ug >cs = i (3.9)
1

This is the ‘Bohm criterion’, which states that the ion velocity perpendicular to the wall must
be at least the local sound speed at the entrance to the sheath. To account for non-negligible
ion temperature, we can modify the local sound speed [131] to

Te + Va,iT;
o= | Lrele FVaiti (3.10)
m;

where the ), terms are the adiabatic indices for the electrons and ions. We always set y, = 1

for both the electrons and ions, which corresponds to the isothermal case!.

3.2.2. Insulating-sheath boundary conditions

The sheath balances the electron and ion wall fluxes via an electric field. We can calculate the
required electric field, and use this to set a boundary condition for the potential. We assume
that the wall is grounded at ¢ = 0, and calculate the potential difference Ay, across the sheath
required to give zero net current. Since the ions are accelerated towards the wall, we assume
that any ions reaching the sheath entrance will arrive at the wall. As such, the ion flux to the
wall will be

I'i > engecs (3.11)

= NgeCs M, (3.12)

where Mg, = ug./cs is the Mach number at the sheath entrance, which must be > 1 for the
Bohm criterion to hold. We assume that the electron flux is equal to I', = %nEe with ¢, = S—HT;,
which is the flux to an infinite planar surface for particles with temperature T,. We further
assume the electron density n, = ng, exp [E%“] is the electron density at the wall determined

IThe adiabatic index for adiabatic flow is y, = 5/3 in 3D and y, = 3 in 1D. Since the strong electric field at the
sheath leads to essentially one-dimensional flow for the ions we might consider setting y, ; = 3.
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3. Sheath boundary conditions

by the Boltzmann relation, with Ag, the potential drop from the sheath to the wall. Then, for
ambipolar flows (j; = 0) with single-charged ions, the fluxes must balance

I =T. (3.13)

NgeCsMse = inse exp [61;:6} Ce (3.14)

csMs, = iexp [e/;:e] Ce (3.15)

Vu,eTeT:iVa,iE _ %exp [@] % (3.16)

e/;:e - %m [an—jMfe (ya,e + ya,i%)] (3.17)
Age = —2.8% for Mge =1, T; = T¢, Va,i = Va,e = 1 in Deuterium (3.18)

Currently, we take E/T\“ as a constant, assuming Mg, = 1, equal electron and ion temperatures

and using the adiabatic index corresponding to the isothermal case. However, this is mainly
for ease of implementation — we could considering adding the temperature ratio and Mg,
dependencies, or using a different adiabatic index. The effect of this is shown in figure 3.3

(generated using sheath_potential.ipynb).

Ambipolar sheath potential Ae/T,

%q) —1.0 A
< —1.541
©
2 —2.0 A
et
S —2.5-
e
© —3.0
L}
G
8 =] — VYai=1,Te=T;=5eV
% —4.0 1 Ya,i=3,Te=T;=5eV
£ 4.5 —— Ya,i=3,Te=5eV,T;=10eV
§ . —— Vai=3,Te=10eV,T;=5ev
-5.0 ! | . !
0.0 0.5 1.0 1.5 2.0 2.5 3.0

Mach number M

Figure 3.3.: The ambipolar sheath potential Ag., normalised to T,/e. Although the Bohm
criterion requires Mg, > 1, subsonic solutions exist provided Mg, > 0. We fix

Va,e = 1 and show the effect of changing the ion adiabatic index y, ;, for solutions
with T, =T;, T, > T; and T, < T;.
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3. Sheath boundary conditions

3.2.3. Conducting-sheath boundary conditions

What happens if the potential drop across the sheath is not As.?7 So long as the electric field
points towards the wall, we assume that the ion flux should still equal the flux reaching the
sheath entrance. The electron flux, however, will be modified by the new potential (which we
denote ¢, since we have assumed ¢yqa1 = 0), leading to a net current density

j=eli-T.) (3.19)

1 e
= eng,e (csMse ~1 exp [ ?Se Ee]) (3.20)
e

Equation 3.15 lets us to rewrite this as

e(¢se _Ase)]) (3'21)

] = ]sat (1 — exp [ Te

where jsqr = engeMseCs is the don saturation current (3.22)

Therefore, if ¢pse # Ase, there will be some finite current across the sheath. As ¢, — —o0
the positive current will saturate at jsu+ (usually defined with Mg, = 1) — which is the current
associated with the ion flux and no electron flux (the strong electric field completely excludes
electrons from entering the sheath) — while for large positive ¢, there is no limit in our model
on the maximum negative current. However, we have used a very simple sheath model — in
reality, the positive current can exceed jsq¢ due to electron emission from the wall [132], and the
negative current also (approximately) saturates at the electron saturation current [133].

This then raises the question, what sets the value of ¢s,? One way that we could find a
boundary condition for ¢ is to find an expression for V¢ from a simplified Ohm’s law (by
approximating terms in equation 2.62) [134]. Alternatively, if we assume that the current to the
boundary is given, we can rearrange equation 3.21 to give a boundary condition for ¢ in terms
of jj

C ey | BB = Bse)
1 i exp [ T (3.23)
e(ﬂbse - Ase) [ j ]
e v - 1- = 3.24
T, " Jsat ( )
(PSE =Ase + E In [1 - L} (3.25)
e ]sat

which only gives meaningful values for ¢ if j < jsar.

3.3. The magnetic presheath entrance

In the previous section, we considered the case of an unmagnetised plasma. For a magnetised
plasma, we still have a Debye sheath like the one discussed in the previous section, but also have
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Figure 3.4.: Plasma-wall interface regions (modified from reference [135]). In a magnetised
plasma, the plasma-wall interface can be broken into three distinct regions [136]. In
the first, called the ‘collisional presheath’, the electron flux is driven by the pressure
gradient, while an electric field ensures that the ion flux matches the electron flux.
Moving towards the wall, at ~ p; from the wall the electric field (in the f direction)
becomes strong enough to deflect ions from the magnetic field, in the ‘magnetic
presheath’. Finally, within a few Ap, of the wall, the electric field completely
dominates the magnetic field, deflecting both ions and electrons. This region is
called the ‘Debye sheath’. In this figure, we show the magnetic field in 2D only —
if you’d like, you can think of this as showing only the poloidal component of the
magnetic field. Additionally, we have shown a 2D wall-normal vector, which is valid
for the assumption of an axisymmetric wall, but which in general would also be

in 3D. Irrespective of the representation shown here, the angle @ = cos™ (—ﬁ . f))

should be calculated using 3D vectors.
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3. Sheath boundary conditions

an additional ‘magnetic presheath’; as indicated in figure 3.4. In the magnetic presheath the
plasma is still quasineutral, but the electric field is strong enough to deflect ions from following
the magnetic field. This breaks the ion drift ordering (2.30), and as such, we need boundary
conditions for our model to apply at the magnetic presheath entrance (MPSE). To derive these,
we need to have a model both for the sheath — which we discussed in the previous section — and
another for the magnetic presheath — which we discuss here.

The size and effect of the magnetic presheath depends on the angle between the magnetic
field b and the wall normal vector A. If b || & (magnetic field perpendicular to the wall), the
magnetic presheath disappears and we only have a sheath [136]. Conversely, for bl (magnetic
field parallel to the wall), we need to model the finite Larmor radius of the particles [137, 13§|
and our simple sheath model breaks down. In between these two limits, we can modify our
sheath boundary conditions to account for the magnetic presheath.

3.3.1. Bohm-Chodura and drift-corrections

The Bohm criterion is replaced by the Bohm-Chodura criterion [136, 139], which states that the
parallel ion velocity u) must exceed the local sound speed

U||,mpse = Minpsecs for Mypse = 1 (3.26)

In a magnetised plasma, we can also have poloidal transport due to drifts. The E X B drift leads
to an additional transport to the targets, and since usually B,o/B < 1 the poloidal transport
due to the drift can be as large as the poloidal transport due to u) [139, 140]. Conversely, it is
expected that the diamagnetic velocity does not lead to transport to the targets since the drift is
deflected away from the targets, forming closed loops within the plasma [141]. We can ‘correct’
the parallel velocity boundary condition (3.26) to take into account the E X B transport. One
way to do this would be to calculate the parallel velocity which would give as much poloidal
transport as the E X B drift, and then add this to % in equation 3.26

~ |B]

(u” + UEXB * bpol B = Mmpsecs (3.27)

pol mpse

bxVe . B B

U+ ——— byo— = MypseCs where — = +1 3.28
( T |B|) e M 52

mpse

However, in the simulations in this thesis, we instead set
(b 6+ wpws-8) = Mypeees - (3.29)
mpse

which prevents E X B influx across the boundary. The motivation for this was to try prevent a
strong ion heating observed near the boundaries, which was originally thought to be due to a
spurious source of T; via E X B transport across the boundary. However, it was later realised that
this heating was caused by the %V . j||B (compression of v)) term in equation 2.71, and so in
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future work we could consider using equation 3.27, or the more involved boundary condition in
reference [140] (our boundary condition corresponds to the ‘intuitive’ solution in this reference,
which is valid only for insulating boundary conditions) or reference [142].

3.3.2. Current and potential in the magnetic presheath

Using kinetic modelling Chodura showed that the potential difference across the sheath and
magnetic presheath does not vary significantly with the angle @ = cos™* (—ﬁ . ‘6) — although the
fraction of the total potential drop in the magnetic presheath does vary — provided that a > 10°
[136]. For most tokamaks of interest, however, a < 10° and so we should consider the effect of
the incidence angle on ¢ypse. Unfortunately, a closed form solution for ¢ypse as a function of
« is not available, and so we assume that ¢upse is the same the sheath entrance potential for
the normal sheath. In reference [130], kinetic modelling finds that qbsg% ~ 3 for a € [1.5°,3°],
which is close to the result from the normal sheath.

For the current, since the magnetic pre-sheath is quasineutral we require V-j = 0. We
can additionally neglect the diamagnetic current (since the diamagnetic drift doesn’t lead to
transport to the plates) and the E X B drift (since this drift is ambipolar), so we simply set the
parallel current density at the magnetic presheath entrance equal to the sheath current

e(¢mpse - Ase) ] )

Te,mpse

j||,mpse = eNmpse MimpseCs (1 — exp [ (3.30)

3.4. Density boundary condition and recycling

When a plasma reaches the solid walls of the reactor, the ions and electrons recombine on the
surface. As such, the walls act as a sink for plasma and a source for neutral particles. We can
find a boundary condition for the plasma density by simplifying the ion continuity equation, by
neglecting drifts, assuming no sources and ignoring the time-derivative, such that

V- (nu”f)) =0 (3.31)

Therefore, under these strong assumptions, the particle flux across the boundary nu should be
constant. Alternatively, we could use the electron continuity equation (2.56), replacing the drifts
with parallel velocities which give the same poloidal transport (see equation 3.27). However,
these boundary conditions have not yet been tested, and for numerical stability in this thesis we
use a Neumann boundary condition

V”I’l =0 (3.32)

The neutrals at the wall can either be removed by pumps or be excited and re-ionised, acting
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as a source of plasma and a sink of energy?. For typical fusion plasmas, the plasma source
and sink due to recycling of particles at the walls is much stronger than the source due to gas
injection and the sink due to pumping. However, we don’t include a neutral model in this thesis,
so we use a density source to try to mimic neutral ionisation.

3.5. Temperature boundary conditions: sheath heat
transmission factors

As well as providing a particle sink, the walls also act as an energy sink. This is a distinctively
kinetic effect: the sheath acts as a high-energy filter for the electrons, and therefore cools the
interior electron distribution beyond what is expected from the advected energy loss. For the
ions, the velocity distribution in the sheath is strongly non-Maxwellian, and so we need to
adjust our energy loss term. Rather than trying to determine the effective heat loss from a
simple model, we usually rely on sheath heat transmission coefficients. These coefficients give
the ratio of the total heat flux crossing the sheath entrance to the advected heat flux at the
sheath entrance, and they require kinetic modelling to get reasonable estimates for [143, 130].
As such, the sheath heat coefficients are inputs to our simulations, with typical values between
Ve ~ 1.5 =8 and y; ~ 1 —2 (due to the large uncertainty, it doesn’t make sense to distinguish
between the sheath and the magnetic presheath) [135]. From the definition of the sheath heat
coefficients

qs,mpse = nmpseumpseTs,mpse - X||,sv||Ts,mpse (3'33)
qs,mpse
= 3.34
Vs nmpseumpsen,mpse ( )
_ X||,sv||Ts,mpse (3.35)
7’1rrzpseun1pseTs,mpse
X1,s VI T,
ll,s VIlts,mpse =y -1 (3.36)
nmpseumpseTs,mpse

This gives a Robin boundary condition for the electron and ion temperatures.

3.6. Discussion

The walls have a leading-order effect on the edge plasma, and accurately capturing the effects
of the sheath on the bulk plasma is a serious challenge for edge modelling. In this chapter, we
arrived at a set of boundary conditions to apply at the magnetic presheath entrance by making

2In addition to recycling the main plasma species, the walls also act as a source of non-fuel impurities. These
impurities typically radiate much more efficiently than the fuel, and so have a significant effect even when
present only in small concentrations. The rates at which wall impurities are generated is determined by
processes such as direct erosion and implantation of ions in the wall — which are difficult to model. Additionally,
impurities may also be intentionally injected, to enhance the radiative power dissipation. In this thesis,
impurities are neglected entirely.
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some very haphazard assumptions. The first (implicit) assumption that we made was that there
actually exists a sensible way to couple a fluid model to the sheath. Since the sheath requires a
full-kinetic description and it strongly modifies the distribution function in the edge, there may
not be an accurate way to model the plasma near the sheath with a fluid model [130]. Then,
to arrive at a set of solvable boundary conditions, we made several simplifying assumptions,
without considering what the limits of these assumptions are (or even if they are valid at all).
A further challenge is to find boundary conditions that are compatible with the interior model
and numerics. As we will show in section 4.5, this is far from trivial — the sheath acts like a
shock, and so this prevents us from always using physically motivated boundary conditions.

To test different boundary conditions and determine which ones give reasonable results,
comparisons against experiment are extremely helpful. Here, we care more about the impact of
the boundary conditions on the measured plasma profiles, rather than accurately modelling the
sheath itself. As such, we validate the bulk plasma and boundary conditions together, rather
than trying to investigate the boundary conditions by themselves.

In part III, we show that the choice of boundary conditions has a significant effect on the
interior plasma and that much of the disagreement can be linked to boundary conditions. As
such, this is a topic which we should focus on in future work. One solution might be to try to
build boundary conditions from the interior equations, substituting in physically reasonable
estimates of the boundary values where possible, and then simplifying until we can prescribe
boundary values or gradients from the equations. Alternatively, we could aim to include more
physics effects in the boundary conditions, generalising them to be valid at higher collisionality
[144, 143| or including kinetic modifications [145, 130]. For either approach, it is likely that
analytical solutions will not be available, and as such we could consider including an additional
iterative model to find consistent solutions for the MPSE [140]. As an additional note — since our
boundary conditions are not self-consistent, we will need to carefully test them across a range
of plasma conditions. In particular, for fully-detached plasmas, our simple sheath model will
probably be too inaccurate, and so we will need to determine a new set of boundary conditions
(see the discussion in section 2.3 of reference [43]).

3.7. Further reading

e Loizu, 2013, The role of the sheath in magnetized plasma turbulence and flows (PhD thesis):
a long-form introduction to sheath physics in the context of turbulence simulations

e Stangeby, 2000, The plasma boundary of magnetic fusion devices: although mainly focussed
on steady-state transport modelling, this classic text describes the sheath in great detail.
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4.1. What, why, and how? Local field-alignment for
computationally efficient simulations

In fusion plasmas, the strong confining magnetic field leads to very different dynamics parallel
and perpendicular to the magnetic field. The magnetic field mostly prevents particles from being
transported perpendicular to the field, while particle transport parallel to the field is mostly
unaffected and therefore much faster than perpendicular transport. As a result, perturbations are
typically highly elongated parallel to the magnetic field and comparatively small perpendicular
to the magnetic field. We already used this ‘flute-mode’ nature of the turbulence to perform the
drift ordering in section 2.2.5, but we can also use it to build efficient computational grids.

In this chapter, we discuss how the model and boundary conditions developed in previous
chapters (our conceptual model) are discretised® and implemented as code (our numerical model).
In particular, we discuss in depth the parallel discretisation method — the ‘flux-coordinate-
independent field-aligned’ — since this discretisation method is a large part of why GRILLIX
is able to flexibly and efficiently simulate arbitrary magnetic geometries. We first sketch the
basic idea behind local field-alignment (section 4.3), then introduce the actual parallel operators
used, and explain why we need to use toroidally staggered grids. We discuss a peculiarity
of the discretised equations which leads to strong corrugations near the sheath boundaries,
and the immersed boundary method used to resolve this issue. Finally, we use the method of
manufactured solutions to verify our implementation, and close with a discussion of current
research efforts.

4.2. Field alignment

Within the confined region, many grid-based codes use a field-aligned grid, using a coordinate
system such as those described in references [146, 147, 148|. In field-aligned coordinate systems,
the coordinates are defined in such a way that the magnetic field-lines appear as straight lines
in the coordinate system. Aligning the grid to the magnetic field greatly simplifies both analytic
and numerical computations. Additionally, with the flute-mode assumption, we can reduce the
resolution in the parallel direction. This directly reduces the computational cost by reducing
the number of computational points, and also allows for a larger time-step since the fast parallel
dynamics have the most severe CFL criterion. However, such coordinate systems cannot be
applied across the separatrix [122].

I Discretisation is the representation of the continuous dynamics over some finite-resolution grid.
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To treat the separatrix and the open field-line region, we instead use a ‘locally field-aligned’
(LFA) coordinate system. This method was originally developed in references [149, 150, 151], to
preserve the benefits of field-aligned methods while also being able to cross the separatrix. A
method for reducing spurious cross-field diffusion was developed in references [122, 152|, which
forms the basis for the method used in GRILLIX. This method was extended to treat complex
boundaries and arbitrary geometry in references [109, 125|. Beyond GRILLIX, the locally field-
aligned method is also used in FELTOR [107], a gyrofluid code, BOUT++/BSTING [153], a
fluid code capable of modelling stellarators, GDB, a fluid which uses a toroidal coordinate system
[115] and recently GENE-X [103], a gyrokinetic code. As a note on terminology, the method is
usually termed the ‘lux-coordinate-independent field-aligned’ or ‘FCI’ method, although we
prefer ‘locally field-aligned’ for describing what the method is, rather than what it is not.

4.3. Local field-alignment — the basic concept

The basic concept of the locally field-aligned method is refreshingly simple. It is easiest to
describe by considering how we would build a grid for some arbitrary tokamak configuration.
First of all, we assume that the configuration is perfectly axisymmetric — which isn’t actually
necessary (see reference [154]), although it does simplify the book-keeping. We divide the torus
into Npo equal sections, and at the centre of each section we define a R, Z plane at some
constant toroidal angle ¢ =i % fori =1,2,.... For each poloidal R, Z plane, we define a
two-dimensional grid. In GRILLIX, we always use a regularly spaced Cartesian grid, although
again this isn’t strictly necessary [153]. With axisymmetry and a Cartesian grid in the poloidal
planes, the resulting grid is simply a R, ¢, Z cylindrical grid?. From each R, ¢, Z point, we
trace £A¢ along the magnetic field using an ordinary-differential-equation integrator, as shown
in figure 4.1

A9
3—2 - g—z = R(¢+Ad) = R(¢) +0/ BRY) Rag (4.1)
Ao
g—i - g—z = Z(p+Ad) = Z(d) + 0/ B%(;’)Rw (4.2)
Il 7B(y)
B
8—(]2 =g, = 0 +49) = B—?;Rdgb (4.3)

0

where y(¢) = (R(¢), ¢, Z(¢)) is the characteristic curve of the magnetic field-line (see III.A of
reference [109]), [} is the length along the magnetic field-line, and the factor of R comes from
the cylindrical coordinate system. We can use numerical field-line tracing to find the points

2We could directly discretise the equations using expressions for the operators in cylindrical coordinates, which
is called the non-aligned discretisation method. Non-aligned methods are useful for isotropic systems, while
for flute-mode turbulence aligned methods are typically more computationally efficient.
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—

Figure 4.1.: The basic concept behind the locally-field-aligned method. For each point, we
trace in both field-directions to neighbouring poloidal planes. The values at the
intersection points can be computed via interpolation and used to compute parallel
operators. N.b. the actual method used in GRILLIX is slightly more complicated —
see figure 4.2.

which are field-line connected to our start point, allowing us to calculate parallel gradients.
Typically, the points where the magnetic field intersect the neighbouring planes are not actual
grid points, and so we use interpolation to find the value at the intersection point. Then, we
can simply calculate perpendicular derivatives using standard two-dimensional finite differences,
and parallel derivatives from the interpolated values.

4.4. Parallel operators and toroidal staggered grid

In GRILLIX, the actual parallel discretisation method is similar to a finite-volume method [122,
152, 108]. In addition to the cell-centred poloidal planes introduced in the previous section,
we also introduce toroidally-staggered poloidal planes at the faces between the cells. Scalar
quantities like the density, temperature and electrostatic potential are defined at the cell-centres,
while vector quantities like the parallel velocity, current and vector potential are defined at the
cell-faces. We then introduce two parallel operators — a parallel derivative which takes quantities
on the scalar grid and returns a value on the vector grid, and a parallel divergence which takes
quantities on the vector grid and returns a value on the scalar grid.

For the parallel derivative, around each point on the vector grid we define a hexahedral flux
box, indicated in figure 4.2. The points of the cell are determined by field-line tracing ¢ + %%
from the four corners of a square R + 1/2,Z + h/2 around the point R, ¢, Z. The parallel
derivative is defined in terms of a volume integral over the cell. This lets us resolve regions
like the X-point where neighbouring field-lines separate quickly, without having to increase the
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Z, 7] k+1

+ + + +

Ay @ & o k+1/2

+ 4+ + +k

Figure 4.2.: In GRILLIX (figure 7 from the GRILLIX manual), the parallel gradient for the
(7, j) point on the (k + %)th plane is defined in terms of an integration over a flux
box (marked in blue). The flux box is defined via tracing to the k* and (k + 1)th
toroidal planes from the corners of a square of side length h (the poloidal grid
spacing) centred at the point. Integration is performed at the ends of the flux box
via numerical integration over interpolated points.
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toroidal resolution [152]. The parallel derivative in GRILLIX is defined as

Viu = %V - (uB) (4.4)

1
= lim / uB-dS 4.5
Veer1—0 BVCE” aVcell ( )

Only the ends of the flux box contribute to the integral, so we can discretise this as

1

(V||u)i,j,k+% = Bi,sz‘,_j /uk+1B¢dA - / urBypdA (4.6)

+ A7,

1,] L]
where the integrals are evaluated using numerical integration of interpolated points on the k™"
and (k + l)th toroidal planes. The parallel divergence is then constructed from the parallel
gradient using the method of support operators (see the GRILLIX manual and reference [155]).
We define an inner product between two arbitrary test functions u and v as

(u,vy = ‘ﬁ{vuvd(V (4.7)

On a continuous level, via integration-by-parts

ﬁ uv - (V”vf)) av = - ﬁ VuVvdV + surface terms (4.8)
Vv Vv

We discretise V|| according to equation 4.6 and (-, -) as a sum over all grid points. The parallel
gradient and divergence are expressed as matrices Q and Q. Since the parallel gradient maps
vectors from the scalar grid onto the vector grid, the left and right hand sides of equation 4.8
will be on different grids and so at first we sum these over different indices (dropping the surface
terms)

Z ualqzlﬁlQﬁWthVm:_ Z Qa2ﬁ2uﬁ2Qa2)’2v)’2V0¢2 (4'9)
a1,B1,71 as,fB2,y2

However, without losing generality, we can relabel the indices. We set fo = a1, a2 = 1 and
Y2 = y1 to let us cancel the arbitrary test functions, then drop the subscripts on the indices.
Since the test functions are arbitrary (i.e. they could also be d-functions), each term in the sum
must also be equal and so

ua Qs Qpy vy Ve = QpattaQpy vy Vg (4.10)

) V.
Qs = Qﬁavz (4.11)
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Therefore, the discrete parallel divergence is equal to the transpose of the discrete parallel
gradient, multiplied by a volume correction factor. This method ensures that the discretise
parallel gradient will be the negative adjoint of the parallel divergence

(V)" ==V -ob (4.12)

on a discrete level. It also ensures that second-order differential operators of the form £ (u(x)) =
% (po(x)g—Z) + pa(x)u(x) such as the parallel diffusion will be self-adjoint. In equations 34 and
35 of reference [122] it is shown that this method reduces spurious perpendicular diffusion, which
is extremely important for turbulence simulations. Since the physical cross-field transport due
to turbulence is slow compared to the parallel transport, additional cross-field transport due to
numerical pollution can quickly to lead to unphysical plasma profiles. As such, the self-adjoint
method is necessary for accurate turbulence simulations.

4.5. Boundary stencil collapse

The locally field-aligned method works well when the turbulence is strongly elongated along
the magnetic field. However, as we discussed in chapter 3, in the vicinity of the solid walls
the plasma dynamics lose field-alignment due to the strong sheath electric field. As well as
modifying our equations, the sheath can be difficult to treat numerically. This is true for all
turbulence codes, but the use of a toroidally-staggered grid for GRILLIX makes this issue
particularly severe.

To illustrate the issue we will consider a simplified 1D advection model. If we consider only the
parallel components of the continuity and momentum balance equations and ignore the effect of
anything that isn’t the density or velocity, we can write a simplified set of equations

oin = =V - (nuyb) + S, (4.13)
Vn
Iyt = =y Vyjuy = % (4.14)

As discussed in the previous section, the scalar grid (SG, for n) and vector grid (VG, for u)
are toroidal staggered (i.e. the vector grid lies halfway between two scalar grid planes, and
vice-versa — see figures 4.4 and 4.5). The parallel operators map from one grid to another

fis1 — fi

(V||f)i+1/2 = Ax maps f €SG — (V”f) e VG
and qi+1/2 — gi-1/2
V-(bq)i:%xl_/ maps g € VG — V- (bg) € SG
We additionally define mapping operators
Jivip2 = %fl maps f € SG— fT € VG

and
. Gi+1/2 T Gi-1/2

q; 5 maps § € VG — q" € SG

o4



4. Numerical implementation

3u = Bohm, n = Neumann, SG nearest 3u = Bohm, n = Neumann, VG nearest
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Figure 4.3.: Density and velocity after 100 time-steps of the advection equations, with u) > ¢
and Vn = 0 used as boundary conditions. In the left figure, the scalar grid is the
closest point to the boundary (as in figure 4.4), while in the right figure the vector
grid is the closest point to the boundary (as in figure 4.5).

We can discretise the system of equations, to see how the system evolves for different choices
of boundary conditions. We assume that S, is a constant Gaussian density source, located at
the centre of the domain. For simplicity, we make our domain symmetric around x = 0, and
define left and right boundaries at —xp and xp. Grid points are added at integer values, with
even-integer values assigned to the scalar grid and odd-integer values assigned to the vector
grid. We do not require that the boundary is on a grid point since in the 3D system a magnetic
field-line can intersect the boundary at any position along the wall, and not necessarily on a
poloidal plane. A Jupyter notebook showing the discretisation of this set of equations is available
at boundary_advection.ipynb, which uses a simple diffusion-stabilised FTCS scheme.

We defined boundary conditions to apply at the walls in chapter 3. Ignoring the drift

O Scalar grid Interior Exterior

X Vector grid
o X O

i-3/2 i-1 i-1/2

X 0O X O

i+1/2 i+1 i+3/2

Figure 4.4.: Grid with scalar-grid point nearest to the boundary
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O Scalar grid Interior

X Vector grid
O X O X 0O X

i-3/2 i-1 i-1/2 i i+1/2

Exterior

O X O

i+1 i+3/2

Figure 4.5.: Grid with vector-grid point nearest to the boundary

corrections since we are in 1D, the boundary conditions for the velocity and density are
up zcs and Vin =0 (4.15)

which is a Bohm boundary condition for velocity and a Neumann boundary condition for density.
A snapshot of the density and velocity is shown after 100 time-steps in figure 4.3. The left-hand
figure looks like a reasonable solution to the advection equations. The right-hand figure, on
the other hand, looks completely different. The difference between these figures is that we
shifted our boundary by a small distance Ax (the distance between the scalar and vector grid
points) and have found a completely different result. This is a problem: we can’t constrain the
parallel distance from grid-points to the sheath boundaries in 3D, so have a continuous range of
boundary positions. As shown in figure 4.6 where we scan the boundary position, the evolution
of the interior points is determined by whether the grid point closest to the boundary in on the
scalar grid (figure 4.4) or the vector grid (figure 4.5). Therefore, two neighbouring field-lines
can have dramatically different dynamics, leading to severe corrugations in the poloidal plane.
We can explain why this is by looking at the discrete forms of the equations

At1
ni*tt =n! - =5 (i1 j2(Miv1 + 1) = wiq o(ni + ni_1)) (4.16)
At Ujyz/2 — Ui-1/2 Niy1 — N
t+1  _ .t . i+ i
Uitije = Hivry2 = py \Miv1/2 5 + 27’li+1 T (4.17)

In the scalar-grid-adjacent case shown in figure 4.4, the density at point i evolves according
to the interior dynamics, while the velocity at point i + 1/2 is set according to the boundary
condition. If #;y1/9 # Uj_1/2 or nj41 # nj-1, the time-derivative of n in equation 4.16 will be
non-zero. This in turn leads to a density gradient, and as such the time-derivative of u in
equation 4.17 is also non-zero. In the vector-grid-adjacent case shown in figure 4.5, both n;
and u;,1/2 evolve according to the interior dynamics, and boundary conditions are applied at
niy1 and u;;3/9. If we pick an intentionally-difficult initial condition with u = 0 and n =1,
the issue is easy to see. Both ujy1/9 = uj_1/2 = 0, so the time-derivative of n in equation 4.16
will be zero. Then, if n;11 = n;, the time-derivative of u in equation 4.17 will also be zero.
Therefore, regardless of what boundary condition is set on the velocity, if the density gradient
across the boundary is zero, the equations will never evolve. At this point, it is natural to ask
whether this is a peculiarity of our initial condition. However, regardless of what we select as
our initial condition, in the vector-grid-adjacent case the continuity equation (equation 4.16) the
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u = Bohm, n = Neumann at t=20.0
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Figure 4.6.: Density and velocity profiles after 100 time-steps of the advection equations, with
u| 2 ¢s and Vyn = 0 used as boundary conditions. The vertical coordinate gives
the boundary position. Distinctive behaviour is seen depending on whether the
boundary is between a scalar grid point inside and vector grid point outside (for
boundary position between an even and an odd number), or vice-versa.
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velocity boundary condition is not in any density evolution stencil. In the case of the u > cg,
V|n = 0 boundary conditions, dyu = —uVju — %W, an increasing velocity gradient (due to the
boundary condition) and a zero density gradient (also due to the boundary condition) causes a
decrease in the velocity in front of the boundary, and therefore an increase in the density in
front of the boundary — leading to the profile seen on the right in figure 4.3.

4.6. Immersed boundary method

To deal with the boundary conditions in GRILLIX, we have two methods for setting boundary
conditions. The first method is to directly compute the value of ghost cells, as described in
section 3.4 of reference [108]. This method works by calculating what values are required
at exterior points such that derivatives are the same as those which would be calculated if
a boundary condition was applied exactly at the boundary, which is used for perpendicular
boundary conditions. However, for the parallel boundary conditions we need to ensure that
neighbouring field-lines evolve continuously — and in particular, need to avoid the corrugations
discussed in the previous section. As such, we use an immersed boundary method? for setting
parallel boundary conditions, which is described in section III.B of reference [109] and section
3.4 of reference [125]. Instead of setting boundary conditions directly on some interior dynamics
of=F £, we use a modified equation which we solve over a larger domain (which encompasses
the interior, plus a region around it)

d
A ==l + 2 - ) (1.19

where xp is a mask function, equal to 0 in the interior and 1 in the exterior, €p is a small
user-defined number and fp is a value of the field f which would give the desired boundary
condition. The advantage of this method is that the mask function can be modified to improve
numerical stability. We typically define

xp=1+ 83(A¢rev/ wP) - SB(A(Pforw/ wP) (4-19)

where 83 is a third-order smooth-step function
S3(x,wp) = 6 (x/wp)” ~ 15 (x/wp)" +10 (x/wp)’ (4.20)

By adjusting the width wp of the smooth-step function, we can smooth the corrugations due to
the boundary stencil collapse. As an example, we show xp for the TCV-X21 case in figure 4.7.
The method has proven to be useful and numerically stable. Since we switched to using the
immersed boundary method in GRILLIX, we have performed simulations with the full model in
open-field-line geometries, which were unstable with the Taylor-expansion boundary method
[108]. However, it is far from an optimal method. One issue is that the boundary is no longer

3In previous publications, we called this a penalisation method. However, the method is distinct from the
method described in reference [156] — instead, we directly select the values of fp to enforce a desired boundary
condition.
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Figure 4.7.: The penalisation characteristic function used for the TCV-X21 case discussed in
chapter 8. The yp function varies smoothly from 0 inside the domain to 1 outside the
domain, over some number of toroidal planes. The boundaries where the function
is exactly 0 or exactly 1 are marked in red. Here, we modified the position of the
boundaries (relative to the real TCV divertor targets) to fit a large penalisation
transition region.




4. Numerical implementation

defined at a single point, which makes it difficult to evaluate conservative boundary conditions
such as particle recycling. Another issue is that the transition region required is usually quite
wide — and as such, we need magnetic data for a region outside of the reactor vessel. We can
pad numerical equilibria with artificial magnetic data, although this isn’t always well-behaved
and so we sometimes have to shift the boundaries inwards (as seen in figure 4.7). As such, it
would be extremely beneficial to identify a set of boundary conditions which are both physically
reasonable and which eliminate the need for a finite transition width. This is an active area of
research, discussed more in Appendix C.3.

4.7. Verification with MMS

Using the discretisation, numerical method and boundary conditions discussed in this chapter,
we can convert our conceptual model (equations) into a computational model (code). This
is easier said than done: our model equations are quite complicated and we need to do a lot
of work to set up the simulations! As of writing, the current version of GRILLIX has just
under 30,000 lines of Fortran code®. It’s almost inevitable to introduce translation errors — a 2
instead of a 2.0 for instance. While a lot of translation errors can be caught by code review
or by a good compiler, these methods aren’t guaranteed to catch everything. Another more
subtle error arises if our numerical scheme is non-convergent. As we increase our spatial and
time resolution, our solution from our discrete model should approach the continuous solution.
If this is not the case, then our discretised equations are not consistent with our continuous
equations. Both translation errors and non-convergent numerical schemes cause our simulations
to give results which are not consistent with our numerical model. Due to the complexity and
computational cost of our simulations, these errors are almost inevitably disastrous. Since
the dynamics in our model are non-linear, it is extremely difficult to determine the effect of
an error discovered after a simulation — so repeating expensive simulations (if you still have
budget) is usually the only recourse. More dangerous still is not catching the error at all —
especially as simulation is increasingly used to design and interpret experiments. How can we
avoid easy-to-make, difficult-to-repair errors? We can’t compare to an analytical solution, since
there is are analytical solutions for turbulence, but thankfully we can manufacture our own
solution to compare to.

To test the complete model, we use the Method of Manufactured Solutions (MMS), which is
explained well in Chapter 12 of Computer Simulation Validation [157]. The basic idea of MMS
is that, instead of searching for an exact physical solution, we modify our equations slightly and
use a manufactured solution. First of all, we can write our differential equations in the form

Lu(x, 1) =0 (4.21)

where £ is some operator which acts on our system state u(x,t). Then, we select an arbitrary
solution U = U(x, t), which should be sufficiently complicated that all terms in £ are non-zero.
If we then apply our differential operator on our manufactured solution, it will give some residual

L([U(x,1)) =S(x,1) (4.22)

4Excluding comments, measured using the CLOC tool.
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Convergence of current-compression term for b5465ef
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Figure 4.8.: In GRILLIX, we can switch individual evolution equations on or off (or even
individual terms in the evolution equations). This lets us use MMS to isolate issues,
such as in this figure where we see that the error was not converging at second-order
for the V- jIIB term for commit b5465ef. The y-axis gives the difference between the
prescribed solution and the computed solution, and the x-axis gives the number of
toroidal planes (we also increase the perpendicular resolution at the same rate). The
dashed lines give first and second-order convergence. From our numerical scheme
we expect second-order, but we see first-order or worse convergence here, indicating
an error. This allowed us to catch and fix the error (a toroidal shift in the mapping
of the density from the scalar to the vector grid), which might not have otherwise
been caught in code review.
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We rearrange this to give a new differential operator

Lims(u(x, 1)) = L(u(x, 1)) - S(x, 1) (4.23)
which, by definition, has a solution

Lims(U(x, 1)) = LU (x, 1)) = S(x,£) =0 (4.24)

Therefore, the analytical solution to Lyms(u(x,t)) = 0 with an initial condition u(x,t =0) =
U(x,t = 0) will, by definition, be U(x,t). This is insofar quite straight-forward, if a little
circular — we’ve found an analytic solution to a differential equation because we defined it to be
the analytic solution. However, this method is very powerful if we apply it to our numerical model.

An analytical solution to our differential equations is exactly what we need to make sure
that we haven’t made coding errors and that our numerical scheme is convergent. We first
select a numerical solution of sufficient complexity to test all of the terms in our scheme, but
which is simple enough that the residual of the differential operators can be computed by a
symbolic-maths program like Mathematica or SymPy. We then add this term as a source to our
equations and compute the difference between the analytic and computed solutions for each
dynamic quantity (i.e. the density or velocity)

Omms(x,t) = u(x,t) — U(x,t) (4.25)

and then compute the L? error norm. The structure of 0,ms(x,t) can sometimes help to
identify issues — i.e. if a particular region has a higher error than average. To fully test the
system, however, we increase the resolution in time and space and check that the norm of
Smms(x, 1) decreases at the rate expected from the order of the numerical scheme®. If this is the
case, we can be confident that our numerical model is both correctly implemented and convergent.

MMS is used to continuously verify the refactored version of GRILLIX (introduced in chapter
9.2). For each commit pushed to the Gitlab repository, a battery of tests is performed using
continuous-integration continuous-development (CI/CD) tools. For changes which do not modify
the model, these tests check that the lowest-resolution MMS result is unchanged for separate
executables compiled with each supported compiler. For changes to the model, a full convergence
analysis is performed, and the MMS reference values are updated. In addition to MMS, we also
perform unit and integration tests for the model, again with multiple compilers. By constantly
verifying the model, the CI/CD suite helps to catch errors quickly in development and ensures
that our simulations match our conceptual model.

5For example, a second-order finite difference scheme should have &yms(x, t) h2. To see the second-order
convergence of the spatial discretisation, the time-step must be small enough that the discretisation error
dominates. As such, we typically increase spatial resolution and reduce the time-step simultaneously.
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5.1. What, why, and how? Using the magnetic field from real
experiments

One of the key advantages of the locally-field-aligned discretisation method is extremely flexible
for treating magnetic geometries. Locally-field-aligned codes have been used to treat standard
limited [115] and diverted [108] geometries, as well as advanced divertor configurations [125] and
non-axisymmetric geometries [154|. In principle, all that is required is to provide information
about the magnetic field to the field-line tracing routines (4.3) used to build parallel operators
and information about the boundary positions.

In this chapter, we first introduce the concept of magnetic equilibria. We then derive the Grad-
Shafranov equation used in magnetic reconstruction, although this is mainly as a convenient
way to introduce the necessary terminology since we will simply use the results from magnetic
reconstruction codes. Finally, we discuss the design of parallax-format equilibrium NetCDF
files and how they are generated using parallax-equilibrium, and how they are handled in
GRILLIX. The resulting machinery allows for any axisymmetric magnetic equilibrium to be
modelled using the same code — only the equilibrium files need to be built to adapt the code to
a new case.

5.2. Magnetohydrodynamic equilibrium

In turbulence modelling, we are typically interested in modelling cases where the magnetic
field evolves over a longer time-scale than the evolution of the plasma profiles (the ‘transport’
time-scale). However, the evolution of the magnetic field occurs due to processes which are
much faster than transport processes. We have excluded the effects of these fast processes via
the drift-ordering (2.2.5), and so we cannot model the dynamic evolution of the magnetic field.
Instead, we model plasma turbulence in magnetic equilibria, where the structure of the magnetic
field varies slower than the evolution of pressure-driven instabilities.

The magnetic field evolution is usually studied via the magnetohydrodynamic (MHD) equa-
tions. These equations are fluid equations, like the model that we derived in chapter 2, but the
MHD equations are derived using a different ordering. The MHD ordering assumes that the
dynamics of interest occur around the thermal velocity — which is much faster than the ion drift
velocities of the drift-ordering. Perhaps counter-intuitively, the MHD-ordering generally yields a
simpler set of equations than the drift-ordering — since terms like viscosity and heat conduction
are ‘slow’ and therefore excluded. There are several different flavours of MHD-ordered equations,
which use different simplifying assumptions, but we will consider only the simplest ‘ideal MHD’
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equations.
The ideal MHD equations are derived and applied in references [128, 5], but for this chapter
we are only interested in the steady-state solutions with % — 0. This simplifies the force

balance equation to
Vp=jxB (5.1)

This is an extremely helpful expression! We'll use it several times in this chapter to determine the
properties of magnetohydrodynamic equilibria. Immediately, we can see that B-Vp =j-Vp =0,
and so in an equilibrium state the magnetic field and current vectors must both be tangent
vectors to surfaces of constant pressure, which we call flux surfaces. We can also cross both
sides of equation 5.1 with the magnetic field

VpxB = (jxB)xB (5.2)
=-(B% - (j-B) B)

Ji= BZ—QVP (5.4)

= enug, (5.5)

In an MHD equilibrium, there must be some current which is perpendicular to both the magnetic
field and the pressure gradient. By comparing this to equation 2.45, we see that it is equal to the
current due to the ion diamagnetic drift, and as such, we identify this as the diamagnetic current.
To ensure V-j = 0, this current must be balanced by another current (called the Pfirsch-Schliter
current), which develops instantaneously and flows parallel to the magnetic field. Therefore, for
any equilibrium with a non-zero pressure gradient, we need a parallel current.

5.3. Axisymmetric equilibria

5.3.1. The poloidal magnetic flux function

MHD equilibria can be found for various magnetic confinement devices, including linear devices
and stellarators. However, in this thesis we will focus on tokamaks, and assume that the
magnetic field is perfectly axisymmetric since this will simplify our equilibrium calculations.
If we have perfect toroidal symmetry, all derivatives in the toroidal direction can be dropped
% — 0. If we expand the curl of the vector derivative using B.24, we can write

B=VxA (5.6)
. R R 12
AR RA, Az
BA(P ~ 1 (9RA¢ ~ JdAy JAR\ ~
="z "R R ° (aR Y ) (5:8)
=V x (Aq)&)) + By (5.9)
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Figure 5.1.: The poloidal magnetic field components can be expressed in terms of the poloidal
flux function W(R, Z). This is defined as the magnetic flux through a horizontal
surface Spo; which extends from the axis of symmetry (R = 0) to some radial position
R at some vertical position Z, as indicated by the red surface (note that the actual
surface is defined via a full toroidal rotation, while part of the surface indicated here
has been cut away to see inside). To find the two-dimensional poloidal flux function,
we would need to define several surfaces Sp/(R, Z) at different (R, Z) positions, and
compute the magnetic flux for each surface. Thankfully, we don’t have to do this
manually. Instead, we take the poloidal flux function from magnetic reconstruction
codes, discussed in section 5.3.4. For reference, we have also indicated the separatrix
and a confined region flux-surface, in grey and green respectively.
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For an axisymmetric field, we can write our poloidal field in terms of a single scalar function
Ap(R, Z). However, we are usually given the poloidal magnetic flur function. This is defined as
the magnetic flux through a horizontal cylindrical surface of radius R at a constant height Z,
as indicated in figure 5.1. In cylindrical coordinates, the differential normal area (B.28) to a
horizontal surface will be dS = Rdeqi)Z, and so the poloidal flux function will be

271 R
Y(R,Z) = /0 /0 Bz(R', Z)R'dR'd¢ = 2tRA4(R, Z) (5.10)

Rather unhelpfully, there is a related quantity which is defined as ¢¥(R,Z) = RA4(R,Z)
(sometimes distinguished as the poloidal magnetic field stream function, written in lower case
without the factor of 27, but not always). We will only ever use the poloidal magnetic flux
function (in this section, and also in parallax-equilibrium), but whenever processing a new
equilibrium you should take extreme care to distinguish between the two'. Combining equations
5.8 and 5.10 gives that

A -1 d¥Y(R, Z)
Br(R,Z)=B(R,Z)-R = R 9z (5.11)
A 1 JV¥Y(R,Z)
Bz(R,Z)=BR,Z)- 2= ——— 12
which we can write compactly as a cross product (B.3)
A A 1 8‘1’ A a\IIA
B,;i=BrR+BzZ=— |-—R+ —1Z 1
pol = PRI+ Bz QnR(aZ +8R) (5.13)
1 N
= —VV¥ 14
R LY X (5.14)
5.3.2. The toroidal magnetic field
From Ampére’s law (using B.25 and then expanding jy using 5.11 and 5.12)
. 8B¢, ~ 1 8RB¢ N JdBr  0JBz)\ -
‘LL()]:VXB:—(;—Z +E IR Z (8Z - 8R) (515)
1 ( JRBy .~  OJRBy . 1 d (1% W) .
=—=|- AR — == |+= 1
R ( 57 2T oR onR \"9R \R R | * 922 (5.16)
1 s 1
where A” is the Stokes operator
2 (10¥\ W 1
ANV =R—|==—]+ =- ' 1
IR (R aR) 972~ 2mRug’® (5.18)

IThe notebook for the TCV-X21 equilibrium compares the q-profile from the eqdsk file to one calculated from
the processed equilibrium, which helps to make sure that we’re not out by a factor of 2.
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We can find an expression for By by using the integral form of Ampére’s law. We use a horizontal
disk Spo; as defined in figure 5.1 and its bounding curve 8Sp01 with a differential line element
dl = qubgﬁ. Therefore, the toroidal field By is related to the vertical current I, through Sy

jg B-dl = 2nRB, = Mo// j-dS = tolyor (5.19)
8SPO, Spol

P

Lpol

po
By = 2
¢ [JOQT(R (5.20)

For a tokamak, the current in the toroidal field coils will usually be much larger than the
poloidal current in the plasma and so Ipe & Icoir, which is called the vacuum field approximation.
Using this approximation, the toroidal magnetic field can be written as a function of radius and
a single reference value

Lo R
Btb_f/l cozl_B_O

= OQRR = OR (5.21)

where By = B(R = Rg) (where Ry is usually taken to be the radius of the magnetic axis). We
use this form for defining the toroidal field in parallax-equilibrium.

5.3.3. Flux surfaces

By writing By, in the form of equation 5.14, we can see that the magnetic field must be a
tangent vector along isosurfaces? of W, which we call fluz surfaces. Furthermore, from the MHD
force balance (equation 5.1), we know that B-Vp =j-Vp =0 - that is, the magnetic field and
the current must tangent vectors to isosurfaces of the pressure. We can further show that the
pressure and W isosurfaces are the same. From axisymmetry, we assume the toroidal derivative
of the pressure is zero, and therefore B-Vp =0 = By, - Vp = 0. Then, using equations 5.14
and B.1, we find that

(VpxV¥) - =0 (5.22)

Since both Vp and W have poloidal components, the toroidal component will only be zero if p
or W have zero gradient or if Vp is parallel to VW. Therefore, if we want a non-trivial magnetic
equilibrium, the pressure gradient must be a function of W, and so flux surfaces are also surfaces
of constant pressure. Similarly, for the current, j-Vp =0 = jpol - Vp = 0 since P _ 0.

¢
Additionally, since p = p(W), we can rewrite Vp = V‘I’;TF;,. Using equation 5.17, we can show
1 A dp
= (V(RB¢,) x (p) VW =0 (5.23)
(VW V(RBy)) - ¢ =0 (5.24)

This is of the same form as equation 5.22, and so RBy = g—ﬁ[,,ol must also be constant over a
magnetic flux surface. Since I.yj is constant, the contribution from the poloidal currents must
also be constant. Therefore, if a flux surface intersects some constant-Z surface at two positions
R; and R, then R1j(Ry,Z) %= —R2j(Re,Z) - Z, ensuring V- j = 0.

2The poloidal magnetic field at any point in space will point along a contour of W.
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5.3.4. Magnetic reconstruction

We now have several ingredients for defining a magnetohydrodynamic equilibrium — the poloidal
flux function W(R, Z), the pressure profile p(W) and the poloidal current profile I;,o;(W). To put
these together, we need a recipe for how the profiles are related in the direction across to the
flux surfaces. We can use our expressions for the poloidal magnetic field (equation 5.14), the
toroidal magnetic field (equation 5.20) and the current density (equation 5.17) in the MHD
force balance, expanding the terms in Vp = j X B to give

dp ... 1 (dlpo T A A

v Y= (27R)> ( A %A \P(P) X (V\Il X+ ,UOIpol(P) (5.25)
1 ({0 A )

= GaR? ((Wuolpoz) (V\If X ¢) X ¢+ ( m ) b x (V\If x qb)) (5.26)

Using B.4, (V\quB)xéz(v D) b (- ) VW =-VW, and so

dp -1 dlpol AW
20" " Ry ( aw Holel g ) v 27

dp dlpol " 8 1 8\11 82\11
~(rRY o s — Holpor g = A = Rop (E 8_R) t o7z (5.28)

This equation is called the Grad-Shafranov equation. This is an elliptic differential equation
which relates the poloidal flux function W (or, alternatively, the toroidal current function since
AW = —m jo) to the pressure gradient profile ;TZ,(\I/) and the poloidal current profile I,o;(\V).
This must be combined with a suitable boundary condition — usually the value of the poloidal
flux along the boundary. However, ideal-MHD doesn’t tell us how p(W¥) or I,0(W) evolve over
time — and so these must be provided either from experiment or another model.

To find a solution to the Grad-Shafranov equation, we use typically magnetic reconstruction
codes such as EFIT [158], CLISTE [159], LIUQE [160] and IDE [161]. These codes combine
measurements of the poloidal flux from wall magnetic sensors as well as pressure and current
chord measurements (if available) to iteratively find a consistent solution for W(R, Z). The
accuracy of the solution therefore depends on the available diagnostics [162| and whether the
allowed solutions are further constrained (such as by using a current diffusion equation to
limit how quickly the magnetic equilibrium can change in time) [161, 163|. For example, on
ASDEX-Upgrade, Fischer et al., 2020 found that the uncertainty of the separatrix was as
much as ~ 6 mm — 12X the sound Larmor radius at the outboard midplane separatrix. This
uncertainty can affect the results of the integrated data analysis (since profiles from different
diagnostics are often combined as functions of W). For our simulations, uncertainty in the
magnetic geometry technically should be quantified via sensitivity scans [163], but these are
currently unfeasibly expensive.
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5.4. Numerical equilibria in GRILLIX

If we want to perform realistic simulations of real devices, we need to use the realistic magnetic
field geometry. This is, in principle, very straight-forward. Magnetic reconstruction codes can
provide us with gridded numerical values of W(R, Z), the radial dependence of By(R) (if this is
significantly different to the vacuum field) or a reference value By for the toroidal field on-axis (if
the By o 1/R approximation is valid), allowing us to define our magnetic field using equations
5.11, 5.12 and 5.21 as

1 JVY(R, Z) A N IV(R,Z) 4

Rp ~
7] +Bo—2d (5.29)

BR,2) =57 EY4 9R R

We pass gridded values of W(R, Z) to GRILLIX, and evaluate dgW and dzW at the grid-point
positions using a bicubic spline interpolator [164]. For this, we modified the spline interpolation
routines from github.com/jacobwilliams/bspline-fortran for thread-safety, and verified
that the spline interpolator gave the same result as FITPACK. This approach helps to reduce the
numerical divergence of By, as shown in figure 5.2. Using W instead of B}, also ensures that if
we smooth the poloidal field to eliminate fine structure, our magnetic field is still divergence-free.

. . v ' BpO/
Cubic spline 1e-14 Finite difference
0.75 121# 0.00020
3 K
: 0.00015
0.50 ~ 4
~ o - 0.00010
0.25
- 0.00005
0.00 - 0.00000
—0.25 - —0.00005
-0.50 - —0.00010
—0.75 —0.00015
-0.00020
-1.00

0.5 1.0 0.5 1.0

Figure 5.2.: Comparison of the numerical divergence of the poloidal magnetic field, for By,
computed from the poloidal flux function W, using either a bicubic spline interpola-
tor (left) or a first-order finite difference method (right) to evaluate the poloidal
derivatives of W. For both methods, we use a bicubic spline interpolator to evaluate
VB = % (dr(RBR) + dz(RBz)).

We additionally require a polygon Py, which give the (R, Z) position of the first wall
and divertor (which is assumed to be axisymmetric). This allows us to efficiently determine
whether points are inside or outside of the vessel, by the winding algorithm [165, 166]. We
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Figure 5.3.: Simulations in advanced divertor configurations proposed for DEMO, at TCV
parameters. From left, the pressure in a configuration with a single-null, an X-
divertor and a Super-X divertor, from simulations performed with GRILLIX. We
are currently exploring how turbulence interacts with magnetic geometry in various
ADCs, including in the planned ASDEX Upgrade upper divertor [167].

also modified the field-line tracing routines such that they can use the winding algorithm as
a stopping condition, which allows for the computation of the along-field-line distance to the
boundaries used for setting the penalisation characteristic function.

By convention, we define Py, as a non-intersecting, closed polygon with points defined in
an anticlockwise order and with no repeated points (such that all edges have a non-zero length).
This allows us to consistently define the vector normal fi to the polygon — which is useful for
determining which sign of the parallel direction is towards the wall via b-f. We can additionally
define the shortest poloidal distance to the wall for any (R, Z) point, by computing the minimum
vector rejection of the point-to-vertex displacement vector onto the corresponding edge vector.

We can use this methodology to treat any axisymmetric magnetic geometry — including
limiter, divertor and advanced divertor configurations (several of which are shown in figure
5.3). One minor limitation is our use of the vacuum-field assumption for the toroidal field,
which excludes cases with non-negligible poloidal current, but it is straightforward to include a
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computed toroidal-field profile is straight-forward®. Although parallax can handle essentially
any axisymmetric magnetic geometry, not all geometries are compatible with the GRILLIX
model and numerics (or, more specifically, the boundary conditions). In particular, due to the
finite-width transition region for the immersed boundary condition (section 4.6), we require
well-behaved magnetic data outside of the vessel. This isn’t always available, in which case we
need to pad the magnetic data with artificial data. Another challenge is that our boundary
conditions aren’t well-behaved in the limit of very shallow glancing angles (@ - b— 0). For this
reason, rather than extending the simulation to the first wall, we use a limiting flux surface so
that parallel boundary conditions are only applied in the divertor. We usually trim our grid
just before the secondary separatrix in X-point geometries?, but if this surface is close to the
primary separatrix it can result in an extremely narrow scrape-off-layer.

5.5. Preprocessing with parallax-equilibrium

In the previous step, we skipped over an important step. There are several different magnetic
reconstruction codes, which produce magnetic data in several different file-formats. Some
formats — such as eqdsk or IMAS — are widely used, but even within formats there are different
standards®. As such, rather than implementing several different readers into parallax, we
use a Python preprocessor to convert various formats into our own ‘parallax-standard equi-
librium NetCDF’ format, the structure of which is given in Appendix D. The preprocessor is
called parallax-equilibrium (or pxequi for short), and it is available from the phoenix at
gitlab.mpcdf .mpg.de/phoenix/parallax_equilibrium. Each case is processed in a Jupyter
notebook in pxequi_notebooks, which allows for interactive data processing and in-place docu-
mentation for each case.

The pxequi library currently supports eqdsk and arbitrary MATLAB files, as well as interfac-
ing to the ASDEX-Upgrade EQI equilibria. All equilibrium formats are used to build a common
ProcessEquilibrium instance, which is a derived class based on the NumericalEquilibrium
class from TorX. This design means that, as the necessary data is added to the ProcessEquilibrium,
it can use the functionality of TorX to test the equilibrium during pre-processing. Additionally,
it allows for new readers to be added with minimal difficulty. Once the data is mapped onto a
ProcessEquilibrium object, the remaining pre-processing steps can share the same code. The
remaining steps depend on the availability and quality of the data, although the algorithm is
roughly as follows;

1. Filtering: GRILLIX requires smooth derivatives of W up to 1st order, and GENE-X requires
smooth derivatives up to 2nd order. However, the contours of W define flux surfaces, so

3The original version of the numerical equilibrium routines included this term, but it was dropped to avoid
constructing a second interpolator, since the given profiles were very close to the vacuum field.

4In X-point geometries, a second shaping coil is often used to make a second poloidal-field-null (which might be
outside the vessel). The secondary separatrix is the flux surface that goes through this second poloidal-field-
null.

5Searching for documentation of the eqdsk format, one of the first results warns that “ The G-EQDSK file
format is unstable and unreliable. Use with caution.”
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we need to smooth fine structures (which affect the derivatives) while having a minimal
effect on large-scale structures. Several image filters were tested, with the best results
found for a Fourier-Gaussian image filter from scipy.ndimage.fourier_gaussian, with
an additional edge padding®.

2. Axis and X-point optimisation: The magnetic axis and X-point correspond to local
nulls of the poloidal field. To find their positions to high accuracy we use the BGFS
algorithm implemented in scipy.optimize.minimize to find minima of By,(R,Z) =
\/BR(R, Z)2 + Bz(R,Z)?. The starting points can be either supplied manually or taken
from the equilibrium data.

3. Axis and separatrix poloidal flux: The axis and X-point positions are used to define
the values of Wy and Wx. These are used to calculate the normalised poloidal flux

p(R,Z) = ,/%, which is 0 at the magnetic axis and 1 at the separatrix.

4. Divertor and first-wall polygon: The divertor and first-wall polygon is approximated
as a collection of R, Z points (an axisymmetric wall is assumed). Currently, only the
divertor points are used (since we limit our grid with some limiting flux surface), but
nevertheless, we provide the full first-wall in case the codes are extended to model the
first-wall interaction. The wall points are not always provided with the magnetic data
— but this can be quickly extracted from any figure of the device via a tool such as
automeris.io/WebPlotDigitizer/.

5. Private-flux region polygon: Another polygon is used to designate the private-flux
region. This can be drawn very coarsely, using the position of the X-point.

6. Limiting flux surfaces: For a simple single-null geometry, we need to identify an inner
flux-surface (which is usually, fairly arbitrarily, defined at p = 0.9) to exclude the core.
We also need to define an outer flux-surface, which should be placed just before the first
wall (such that parallel boundary conditions are applied only within the divertor). A third
minimum-p flux-surface is defined in the private flux region, to exclude the glancing-angle
region between the divertor targets. This flux limit is only applied at points within the
private-flux-region polygon identified in the previous step.

7. Exclusion polygon: A third polygon is used to define the region of points which should
be considered for grid creation. This is useful for eliminating regions near the magnetic
field coils, which can have poloidal flux values similar to the confined region. It also defines
the end-of-grid for the finite-width immersed boundary transition region used in GRILLIX.

8. Double-checking: The last pre-processing step is to check that the equilibrium matches
your expectations. Important: You should always check that your poloidal field

6Artificial data was added to the edges of the W(R,Z) array via np.pad(array, (pad_x, pad_y),
mode=’reflect’, reflect_type=’o0dd’). The padded array was then filtered, and then the padded edges
were removed. The edge-padding eliminated edge distortion introduced by the Fourier filter, and the Fourier-
Gaussian filter was found to strongly reduce high-frequency components while leaving the flux-surfaces
visually unchanged.
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(and preferably your g-profile) comes out correctly’. It is also worth ensuring that
your limiting flux-surfaces avoid any glancing-angle boundary conditions and that there
are no points within the exclusion polygon that should not be modelled.

Once an equilibrium is pre-processed and mapped to a ProcessEquilibrium object, it can be
written to a parallax-standard NetCDF using the PX2Writer.

5.6. Simulations in arbitrary magnetic geometry

This equilibrium-handling infrastructure permits simulations with GRILLIX and GENE-X in
numerically-defined limited, single-null, double-null, X-divertor, Super-X, snowflake-plus and
snowflake-minus geometries. This unlocks several possibilities — such as investigations of real
devices, including those with negative triangularity and advanced divertor configurations. In
part III, we will use this infrastructure to run simulations in the experimentally-reconstructed
magnetic geometry several, allowing us to quantitatively validate and assess the predictive
capabilities of GRILLIX.

We could extend the equilibrium-handling infrastructure further, to consider more cases
and with increased realism. One interesting possibility would be to permit non-axisymmetric
equilibria since this is within the capabilities of the locally-field-aligned method [154|. This
would of course be interesting for modelling stellarators such as Wendelstein-7X, but also for
including effects such as resonant magnetic perturbation coils or modelling the effects of field
ripple due to non-continuous toroidal field coils. Another possibility would be allowing for the
time-evolution of the magnetic field during turbulence simulations. We could, for instance,
implement a Grad-Shafranov solver to update the magnetic equilibrium according to the pressure
and current profiles computed within a turbulence simulation, or could extend the model to
explore non-equilibrium events such as edge-localised modes. Including realistic axisymmetric
magnetic equilibria in turbulence modelling is a significant development and a starting point of
investigating turbulence in realistic magnetic fields.

"The poloidal flux function W and the poloidal magnetic field stream function Y = #‘I’ are often used
interchangeably. If your poloidal field is out by a factor of 6.283, you've likely been given ¢, while all of the
routines in pxequi and parallax assume that you are using W. If in doubt, check again — a factor of 27 in
the poloidal field in your simulations means throwing everything out and starting again.
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Part II1.

Validation

All models are approximations. Assumptions, whether
implied or clearly stated, are never exactly true. All
models are wrong, but some models are useful. So the
question you need to ask is not “Is the model true?”
(it never is) but “Is the model good enough for this
particular application?”

(G. E. P. Box)
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6. What, why, and how? Comparing against
experiment to validate our model

Validation is the process of determining the degree to
which a conceptual model is an accurate
representation of the real world from the perspective
of its intended uses. Validation is an essentially
physical problem, one that can be as difficult and
complex as the underlying science itself. Despite the
implications from the standard English usage for the
word, validation should not be viewed as a one-time,
binary process where codes are accepted for all time or
rejected and discarded. Validation is instead part of a
cyclic process, whereby models are continuously
improved [168].

(M. Greenwald, 2010)
In part II, we developed a powerful tool able to simulate plasma turbulence in any axisymmetric

geometry. What should we do with it? Before we use simulations to predict turbulence in
new and novel magnetic geometries, we need to validate the model by making sure that it can
correctly predict results from existing machines. We can use validation to identify errors in our
conceptual model, such as erroneous assumptions in the derivation of our model or unphysical
model inputs. We can also use validation to help us to qualify whether our model is valid
at different physical parameters and to calibrate uncertain input parameters. The results of
validations can be used to guide model development by helping to identify where the model
needs improvement [168] — although due to the non-linear and coupled nature of the system
this is by no means trivial.

By using wvalidation-driven development, we can focus our development effort on parts of
the model which are leading to poor agreement with experiment and we can quantify how the
fidelity of the model improves as we extend the model. Through careful and rigorous validation,
we rapidly improve the predictive capability of the model with a modest number of developers,
can provide estimates of how uncertain the simulation results are, and ultimately can make the
simulations more useful for the fusion effort.

“How much can I trust the results of my simulation?” Numerical errors and uncertainties can
be introduced into simulations in many ways — such as coding errors, uncertain input parameters
and discretisation errors due to finite grid resolutions. In addition to these, there are also (both
explicit and implicit) conceptual errors due to the assumptions we made in the derivation of
our model. We can use verification (section 4.7) to eliminate or reduce numerical errors and
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6. Why do we perform validations
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Figure 6.1.: The model testing cycle, from Greenwald, Verification and Validation for magnetic
fusion, Physics of Plasmas, 2010 [168]

qualification to highlight erroneous assumptions. However, we can’t entirely eliminate many of
these errors — such as discretisation errors or simplifying assumptions. As such, we need to be
able to quantify their effects. Since the plasma response is non-linear, it’s difficult to estimate
how errors and assumptions affect the simulation results via theoretical considerations alone,
and so we instead compare our simulations to experimental results to evaluate their accuracy.
This process is termed validation. It is typically combined with verification and qualification in
a combined model-testing process (as depicted in figure 6.1 from reference [168]), since these
other steps can help to interpret the results of the comparison to experiment and to prevent
bugs that can invalidate the comparison.

To validate our model, we need an experiment to compare to. We could validate our model
against available experimental data, but there are several reasons why it is helpful to compare
to a dedicated experimental case. We want to first validate our model against simple (even
boring) cases to test the basic functionality of the code. However, there is little research interest
in these cases except for the validation of models and, currently, not many dedicated validation
cases since turbulence models have only recently been able to simulate realistic cases. We want
to be able to determine where our model gives good or poor agreement, and why that is the
case. For this, it’s helpful to have extremely well-diagnosed experimental cases, with multiple
observables available for comparison. Not all edge and SOL diagnostics are routinely operated,
and often we need to combine data from multiple shots to get good experimental statistics and
diagnostic coverage. We also need to know things like the magnetic geometry, heating power
or radiation measurements, to set the input parameters for our simulations. The data needed
isn’t always easily available, and when it is it isn’t always well documented — so we need to
work carefully with experimentalists to make sure that we’re providing realistic inputs to the
simulations.

76



6. Why do we perform validations

We worked with the Swiss Plasma Centre under the EUROFusion Enabling Research Project
MFE19.EPFL-02, led by Christian Theiler, to validate the model against dedicated experimental
cases. The first of these was performed on the TORPEX basic plasma physics device, in a new

‘X-point’ scenario, discussed in chapter 7 and published in reference [126]. We then performed a
validation against a dedicated TCV scenario, which we called TCV-X21. The results from this
validation are discussed in chapter 8, and published in reference [2].

6.1.

Further reading

There are several excellent references regarding the validation of numerical models, including

specifically for validation in fusion. If you are interested in the topic, the following references

are highly recommended.

Terry et al., 2008, Validation in fusion research: Towards guidelines and best practices
doi:10.1063/1.2928909: the key concepts of model testing, and how they can be applied
to fusion. Section ITI.A introduces key terms such as validation metrics, and section V
outlines a series of best practices for model validation [127].

Greenwald, 2010, Verification and validation for magnetic fusion doi:10.1063/1.3298884:
similar to reference [127], defines key terminology and best practices for model validation.
States that model testing should be performed iteratively rather than once-off, to guide
development of the models [168].

Beisbart and Saam, 2019, Computer Simulation Validation doi:10.1007/978-3-319-70766-2:
a textbook on validating numerical simulations. Recommend chapters 5 (on simulation
uncertainty), 12 (on the Method of Manufactured Solutions) and 13 (on validation
metrics). Part IX, on the philosophy of computer simulations and their validations, is also
an interesting read.

Oberkampf and Trucano, 2002, Verification and validation in computational fluid dynamics
doi:10.1016/S0376-0421(02)00005-2: a classic text on validating numerical models. Section
4.7 gives a useful overview of advantages and deficiencies of validation metrics [169].

Ricci et al., 2015, Approaching the investigation of plasma turbulence through a rigorous
verification and validation procedure: A practical example) doi:10.1063/1.4919276: intro-
duces the validation methodology which was used in reference [2], based on a composite
metric introduced in reference [118|.

Ho et al., 2019, Application of Gaussian process regression to plasma turbulent transport
model validation via integrated modelling doi:10.1088/1741-4326 /ab065a: an alternative
validation metric based on Gaussian process regression [170].

White, 2019, Validation of nonlinear gyrokinetic transport models using turbulence measure-
ments doi:10.1017/S0022377818001253: an extensive ‘tutorial’ discussing the validation of
non-linear gyrokinetic simulations [171]
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7. Validation against the TORPEX basic
plasma physics device

Figure 7.1.: A CAD-drawing of the TORPEX device, reproduced with modification from epfl.
ch. The toroidal field coils are marked in red, and shaping coils are marked in
olive-green. The vacuum vessel and a representative magnetic field line are indicated.
Note that, in contrast to a tokamak, there is no central solenoid and therefore no
plasma current drive mechanism.

TORPEX is a basic plasma physics experiment operated by the Swiss Plasma Centre {172,
173|. Like a tokamak, TORPEX uses toroidal magnetic field coils to generate an axisymmetric
toroidal field. However, there is no central solenoid and so the poloidal field cannot be generated
via the plasma current. Instead, a poloidal field can be generated via an in-vessel toroidal
conductor [172], which is possible since TORPEX is operated at very low plasma densities and
temperatures. The use of in-vessel coils and shaping coils means that a wide range of magnetic
geometries can be achieved in TORPEX, including geometries with a poloidal field null like an
X-point. Additionally, due to the low densities and temperatures, the entire plasma volume can
be studied with immersed probes, giving good diagnostic coverage. TORPEX has previously
been used for validating the basic functionality of plasma turbulence models [119], including
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TORPEX X-point scenario
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Figure 7.2.: Flux surfaces (left) and field-line pitch Byo/By (right, as a percentage) in the
TORPEX X-point scenario. Data is shown between the limiting flux surfaces. The
‘separatrix’ — the flux surface of the poloidal field null — is shown in red, and contours
of the poloidal flux are shown in white. The actual boundary is shown in blue, and
the position where the boundary is applied is shown in orange.

GRILLIX [108]. As part of a EUROFusion Enabling Research Project! this validation effort was
extended to an X-point-like magnetic geometry. The results of this project have been published
as Galassi et al., 2021, ‘ Turbulence dynamics around the X-point in TORPEX and comparison
with multi-code 3D fluz-driven simulations’ [126], comparing the results from the GRILLIX,
GBS, STORM and FELTOR codes. In this chapter, we will introduce the TORPEX ‘X-point’
validation case, describe how the GRILLIX simulations were performed, and discuss the match
between the experiment and simulation.

7.1. The TORPEX X-point scenario

For this validation, a magnetic geometry with a poloidal field null was generated using external
shaping coils. A magnetic equilibrium is analytically computed from the coil currents only,
instead of using a magnetic reconstruction code. The vacuum field assumption is used to write
the toroidal field as By(R,Z) = Bo% where the reference magnetic field value By = 76 mT
(in the anti-clockwise direction, if viewed from above) is taken at the centre of the device at
Ro = 1m. The equilibrium is assumed to be axisymmetric, allowing us to use the poloidal
flux function W(R, Z) to define the magnetic field via the method described in section 5.4. A
poloidal cross-section of the resulting flux surfaces and the computed field-line pitch is shown in

IEUROFusion ENR MFE19.EPFL-02, led by Christian Theiler.
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7. Validation against the TORPEX basic plasma physics device

figure 7.2. The geometry is up-down symmetric, with a poloidal field null close to the centre
of the device. Using analogous terminology from a tokamak, the poloidal field is termed an
X-point and its flux-surface is termed a ‘separatrix’, although there is no confined region in this
geometry. The plasma volume was fuelled with neutral Hy gas, which was then ionised with a
Electron-cyclotron Resonance microwave Heating (ECRH) system. The total injected power was
~ 300 kW, giving an ionisation fraction of n,/ny, ~ 1%, a plasma density of n, ~ 1 x 106 m=3
and an electron temperature of T, ~ 5eV. The position of the particle and energy source
was estimated via the method described in reference [174], by measuring the change in the
ion saturation current when the microwave heating was switched on. The determined source
position was localised in the left (high-field-side) sector, and was fitted analytically as

2 2
exp [_(@) - () ] iR > R

SR,Z)=1 Lexp [— (ERa)" 20 (R - Ro) (Z - Z0) - (Z;,ZO)Q] (7.1)

2 2
+ Lexp [—(R;RO) +2c(R—R0)(Z—Z0)—(Z'bZ°) ] if R < Ry

with Rg = 0.98m, Zg = —0.02m, a = 0.0335m, b = 0.050m and ¢ = 565m~2. The power and
particle source rates were not given, and as such the simulations were permitted to vary their
source rates to match 7 =~ 2.1 X 10'm™ and T, =~ 5.3eV at Ryef =0.96m, Zyor = 0.0m.

Validation data was collected by three Langmuir probe arrays. Two arrays were mounted on a
fixed hexagonal grid covering most of the poloidal cross-section, while the other probe array was
mounted on a vertical arm that could be swept horizontally. The probe directly measured the
ion saturation current density? Jsr = 0.5encs and the floating potential® Vi =¢ — Asp. The
mean, standard deviation and skew of Js;+ and Vs was computed from the measured signals.
Additionally, the plasma density and electron temperature were estimated via a four-parameter
fit to the I-V characteristic.

7.2. Cold-ion model with neutral friction

Although GRILLIX includes terms for ion thermal effects, these were disabled for TORPEX
modelling since only electrons are heated via ECRH and electron-ion heat transfer is likely small
since there is no confined region in the X-point scenario*. Additionally, the neutral dynamics
were not treated self-consistently. Instead, it was assumed that the neutrals provided a constant
background, and the electron-electron collision time 7., was replaced with the electron-neutral

2The ion saturation current density is computed from the ion saturation current by estimating the collection
area of the probes. Compared to the expression for [s;+ given by equation equation 3.21, there is an additional
factor of 0.5 because the probes are immersed rather than wall-mounted, and it is assumed Mgy, = 1.

3The floating potential is defined in terms of the sheath potential Agj, given by equation 3.17 and here
approximated as Agy, ]% ~ 3.

4This assumption was also partly motivated to reduce the differences between the models used by GRILLIX,
GBS, STORM and FELTOR.
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7. Validation against the TORPEX basic plasma physics device

collision time 7., ~ 1.4ms. Therefore, the model used for this validation was (in SI-units)

om)

V. [mm (i +upxp -V + u||V|I) Vﬁi’} = ~T.K(n) - nK(T) + V- (jjb) + Da(Q)  (7.3)
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corresponding to the continuity equation, quasineutrality equation, parallel momentum balance,
Ohm’s law with electromagnetic induction and electron inertia, electron temperature equation
and Ampere’s law in the cold-ion limit, with the curvature operator K defined by equation
B.18. The D terms correspond to numerical (hyper)diffusion terms used to stabilise the
numerical scheme, which is applied on the vorticity 2 and modified electromagnetic potential
W,, (described in reference [109]). Compared to the equations presented in Appendix A, the
main differences are the assumption of cold ions (T; — 0) and the use of 7., instead of 7., in
the resistivity and heat-conductivity.

At the parallel boundary conditions, we used an E X B-drift corrected velocity boundary
condition (given by equation 3.27), a zero-current assumption jj — 0, ¢ — AgT,, a sheath-
heath-transmission boundary condition (equation 3.36) with y, . —1 = 2.5 for T, and a Neumann
condition Vyn = 0 for the density. At the perpendicular boundaries, Neumann boundary
conditions were used for all quantities except for the current (set to 0) and the potential (set
to Agp). Simulations using the realistic boundary surface (the blue circle in figure 7.2) were
numerically unstable due to the shallow angle-of-incidence between the magnetic field and
the wall®>. A modified boundary surface (the orange line in figure 7.2) which maximised the
angle-of-incidence between the poloidal field and the wall was found to be more stable, and as
such the modified boundary was used for the validation.

5The drift-corrected boundary conditions are expected to be valid for angles-of-include > 1.3° [175]
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7. Validation against the TORPEX basic plasma physics device

7.3. Simulating the TORPEX X-point scenario

The TORPEX magnetic field was processed using parallax-equilibrium, following the method
developed in chapter 5. 16 poloidal planes were used to resolve the toroidal direction and the
poloidal resolution was set to 1 mm, giving a total of 16 X 1.5 x 10° = 2.4 x 10 grid points.
The time-step was set to 4 X 107 X Ro/cso = 2.7 X 1072 s, which was slightly below the CFL
stability limit. A constant density and temperature was used as the initial condition, and the
sources were tuned to approximately match the reference density and temperature values. The
tuned source rates were 2.18 X 108 particles-per-second and 8.83 W — notably less than the
300 W used in the experiment. To prevent the equations from becoming stiff due to low values
of density and temperature, an additional adaptive source was used to prevent the density from
dropping below 5 x 1071 m™ and the electron temperature below 2.21eV. The simulations
were performed on the Draco cluster and the Marconi supercomputer, at a cost of 6104 CPU-hrs
per millisecond®. Tuning the sources took 0.15ms, after which the simulation was continued for
7.36 ms to collect statistics”.

7.4. Comparison to experiment

The results of the simulation were post-processed using the TorX analysis library. The mean
profiles from the TORPEX simulation are shown in figure 7.3. These profiles are interpolated to
the measurement positions of the swept Langmuir probe array and compared to the experimental
measurements in figure 7.4. The density is shown to match fairly well between experiment and
simulation. The simulated profile correctly predicts a higher density near the source region
(in the left sector) and captures the up-down asymmetry. The most notable difference is that
the simulated density doesn’t reach as low a density value as the experiment, due to a density
floor which is used for numerical reasons. Additionally, the density peak in the simulation is
slightly less localised than in the experiment. An overall correlation of p = 0.79 is found between
the simulation and experiment, which is remarkably high considering our strongly simplified
treatment of the neutrals.

By contrast, the electron temperature profile is not well-predicted by the simulation. The
simulated T, profile has a similar spatial structure to the simulated n profile, while the measured
experimental profile has a very different structure. The measured profile appears to be aligned
vertically, with a peak temperature near the wall on the lower high-field-side. The poor agreement
is most likely due to the lack of neutral ionisation and radiation in the simulations. This missing
energy sink could explain the large difference in the simulated (8 W) and experimental power
(300 W) — we are missing 97% of the power, so the power loss to the walls must be only a
small fraction of the total power loss! Therefore, by neglecting the neutrals, we’ve dramatically
changed the energy source and sink terms. This explains the poor match in the T, profile

6 Average value of 2500 time-steps, taking 1180s on the Skylake partition of Marconi, using 16 MPI tasks and 8
OpenMP threads-per-task.

"This is a long time to gather statistics for a turbulence simulation. To get reasonable values of the skew, more
sample points are necessary than for a lower-order statistical moment.
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Figure 7.3.: Poloidal profiles of the mean density, electron temperature, electrostatic po-
tential and velocity. The velocity is normalised to the reference sound speed
cs0 = 14.6kms™!

83



7. Validation against the TORPEX basic plasma physics device

TORPEX GRILLIX Correlation  10'%/m3
0.10 1.5
3 }
c 0.05
= 3
g 0.00 1.0g
E 3
£ —0.05
9 0.5
—-0.10
0.10
E
- 0.05
S 3
= 9]
g 0.00 9
= ol
£ —0.05
<
—-0.10
\Y
0.10
g 12.5
- 0.05
= 10.0 5
g 0.00 §
2 75 2
£ —0.05
f=t
< 5.0
-0.10
2.5

0.9 1.0 0.9 1.0

Radius [m] Radius [m]

Figure 7.4.: Comparison of the simulated and measured profiles of the mean density (top row),
electron temperature (middle row) and electrostatic potential (bottom row) at the
measurement positions of the swept Langmuir probe array. The left column gives
the experimental measurement and the middle column gives the corresponding
GRILLIX simulation. The right column gives the correlation between the simulated
and measured profiles. The x-value of each point corresponds to an experimental
measurement, and the y-value gives the simulated value at the same position. The
Pearson correlation coefficient p is given in the annotation, and the black solid line
gives the perfect-correlation y = x.
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Figure 7.5.: Comparison of the simulated and measured profiles of the mean floating potential
(left) and its standard deviation (right), along a line at Z = 0. The central figure
compares the simulated and measured profiles of the plasma potential and the
electron temperature (divided by the elementary charge to give units of volts).

(correlation p = 0.21) — and actually, it is surprising that we managed to match the density
profile so well.

The match for the potential is similar to the match for the electron temperature. Again, the
simulation predicts a similar structure to the density profile, while the measured profile appears
to be vertically aligned, and the resulting correlation (p = 0.34) is poor. The relationship between
the potential and the electron temperature is given by the floating potential Vi = ¢ — Agy.
We compare the simulated and measured floating potential at the Z = 0 position of the swept
Langmuir probe array in figure 7.5. Here, we see that the mean simulated Vy; is closer to zero
than in the experiment. Since we have set V¢ — 0 at the boundaries, the low Vy; values near
the boundaries are expected, but it is not immediately obvious how this affects the interior
dynamics since we also don’t match the T, profile. In the central plot of figure 7.5, we see
that both T, and ¢ vary with position in both the experiment and in the simulation. In the
simulation, T, /e ~ ¢ /3 such that the floating potential is always V¢ ~ 0, while in the experiment
it appears that Vy o« =T, /e. From equation 7.5 we see that the parallel gradients of T, and ¢
are related via the parallel current, which may suggest that the insulating boundary conditions
for ¢ and j| need to be reconsidered. Interesting, despite the poor agreement in the mean
floating potential, its standard deviation agrees more closely with the experiment — suggesting
that we might be capturing the turbulence more accurately than the background drifts.
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Figure 7.6.: Stream-plots of the mean and turbulent poloidal ion fluxes in TORPEX. The mean
flow is calculated as mean (I';) = mean (nuyo;), where st = UExp + Ugig + qu). The
turbulent flux is calculated as mean (1 X (uyo; — mean(uso¢))). The colour scale gives
the magnitude of the poloidal components of the vector field, and the stream-plot
is computed from the poloidal components of the vector field. The maximum of the
colour scale for the mean flux is set to ten times the maximum for the turbulent
flux, since the turbulent flux is much smaller than the mean flux.

Although there is no available experimental data for the parallel velocity, it is surprising that
the parallel velocity profile (shown in figure 7.3) is highly supersonic throughout the plasma
volume. By following the time evolution of the profiles and comparing the results to the TCV
validation in the next chapter, it seems that there is a numerical feedback loop causing extremely
high velocities, discussed more in section 8.6.2. Despite the high velocities, it is interesting to
consider the flow profile observed in the simulation. This is shown both for the mean particle
flux T = nu and turbulent flux n (# — mean(u)) in figure 7.6. In the mean-flow profile, we see a
distinctive flow pattern that transports particles from the source region (left) into the upper
region. There, the asymmetry observed in the density profile can be attributed to the mean
E x B-drift which preferentially transports particles into the upper sector (the mean electric
field points from the source region across the separatrix, and the asymmetry of the drift can
be found via the right-hand-rule). This would correspond to a preferential transport towards
the high-field-side target in a lower-single-null favourable-field-direction tokamak discharge —
suggesting that convective cells around the X-point may contribute to in-out asymmetries. The
turbulent flux is much weaker than the mean flux, and it is conspicuously absent in the right
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sector — which is roughly analogous to the private-flux-region of a tokamak. We see that the
mean flow is consistently outwards at the boundaries, while the turbulent component appears
to stagnate near the boundaries.

7.5. Comparison to other models

The TORPEX X-point scenario was also simulated by the GBS [110, 111], STORM [113]| and
FELTOR [107] models [126]. For all models, neutrals were not directly included, but rather
assumed to modify the plasma resistivity and heat conductivity as in section 7.2, permitting
a direct comparison of the codes. The other fluid models, GBS and STORM, found similar
results to GRILLIX for the ion saturation current, electron temperature and injected power.
Conversely, the plasma potential in these simulations had a lower minimum value and a range
closer to the experimental values due to the use of different potential boundary conditions. The
gyrofluid FELTOR model showed significantly different results to the fluid codes, predicting
ion saturation current and potential profiles lower than the other codes (and lower than the
measurements). However, since FELTOR also used a fixed electron temperature, it is unclear
whether these differences are due to the gyrofluid model or the isothermal approximation. A
qualitative validation metric (introduced in reference [118] and discussed in section 8.7) was
used to assess the overall match for each of the codes. It was found that GRILLIX achieved
a slightly better overall match (x = 0.85) compared the other codes (x > 0.89), although the
result is still far from what could be considered as indicating a match.

7.6. Discussion

The overall result from the TORPEX was not particularly encouraging. Although we tried to
include the effect of neutrals by modifying the resistivity and heat conductivity, it appears that
this simple treatment is insufficient to match the experiment. The omission of self-consistent
neutral dynamics led to unrealistic power sources and sinks, leading to a poor match to the T,
profile. This in turn led to a poor match for the electrostatic potential, which was seen to closely
follow Agp throughout the plasma volume. Nevertheless, the density profile was found to match
well, which is surprising since the background drifts will be affected by the (erroneous) ¢ profile.
The simulation reached extremely high parallel velocities, which might indicate a feedback loop.
The sensitivity to neutral dynamics and boundary conditions, unfortunately, make this case
extremely difficult to match. Presumably, a significantly improved match could be achieved by
including self-consistent neutral dynamics. However, the lack of a confined region means that
this case will be dominated by sheath effects, and the low pitch angle between 0.5° and 1.2°
at the boundaries means that our sheath boundary conditions (which require > 1.3°) are not
valid [176]. Additionally, the low electron temperatures mean that we need a surprisingly large
number of grid-points despite the small size of the device, which increases the computational
cost. As such, rather than acting as a simple test of the basic functionality of the simulations,
this case could be useful for experimenting with various sheath models.
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Figure 8.1.: The edge plasma density from a GRILLIX simulation, and the TCV vessel. Ren-
dering performed with NVIDIA IndeX and Paraview.

All reactor-relevant tokamaks or stellarators use a divertor. For a burning plasma, the
divertor is required to remove helium ash from the plasma, making them essential for reactor
operations. Beyond this, there are several advantages of the divertor geometry compared to
the simpler limited geometry, discussed in section 1.2.2, and so almost all fusion experiments
are operated with a divertor. Despite this, edge validations have often focussed on limited
discharges [120, 121, 126] or basic plasma devices [117, 118, 177, 119], to avoid the additional
complexity introduced by the divertor magnetic geometry. This is useful for developing the
basic functionality of the codes, but to move towards reactor-relevant simulations it is clear
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that validations in diverted geometry are essential. In this chapter, we describe a landmark
validation project — the TCV-X21 validation case, developed as part of EUROFusion Enabling
Research Project MFE19.EPFL-02 led by Christian Theiler. The results of this project have been
submitted for publication as Oliveira and Body! et al., 2021, ‘Validation of edge turbulence
codes against the TCV-X21 diverted L-mode reference case’ [2|, comparing the results from
the GRILLIX, GBS and TOKAMS3X codes. In this chapter, we will discuss the results of this
validation, focussing mainly on the GRILLIX results and presenting them in more detail than
in the combined paper.

8.1. The TCV-X21 diverted L-mode scenario

TCV is a medium-sized tokamak, operated by the Swiss Plasma Centre [37]. It can achieve a
wide variety of plasma configurations — including advanced divertor configurations — due to
the unshaped (rectangular) vacuum vessel and 16 independently-powered shaping coils. For
this work, a new scenario was specifically developed for the validation of turbulence codes.
The scenario was designed to be as easy as possible to match — a simple Deuterium-fuelled
lower-single-null with a reduced field (for reduced computational cost), with a reduced density
targetting a strongly sheath-limited regime (to reduce the effect of neutrals), in L-mode (since
H-mode requires the formation of a transport barrier) and with only Ohmic heating.

The toroidal field was reduced from the nominal 1.43 T to 0.95 T, which increased the reference
ion Larmor radius psp and therefore the spatial scale of several microinstabilities (see table
1.1). Compared to the nominal field, in the reduced field pso = VT.om;i/eBg « 1/By =~ 1.54%
larger, reducing the number of grid-points required by (RO / p50)2 o 1/B? ~ 2.37x. This either
reduces the cost of the simulations by half or allows for simulations with effectively double the
resolution at the same computational cost. To keep a similar g-profile and field-line pitch to a
TCV discharge at nominal parameters, the plasma current was reduced to I, ~ 165 kA.

To reduce the effect of the neutrals, a low density corresponding to ~ 25% of the Greenwald
density was used, and the plasma was fuelled from the top seeding value (indicated in figure 8.3).
The electron temperature dropped by a factor of between ~ 2 (at the separatrix) to ~ 0.8 (at
Wy = 1.08) from the divertor-entrance (measured by Thomson scattering) to the low-field-side
divertor target (measured by the wall-embedded Langmuir probe array). This suggests that the
discharge is sheath-limited and in low-recycling conditions. For the initial modelling, we use this
to assume that all of the density source is in the confined region and neglect the ionisation in
the divertor. We don’t include neutrals and so need to add a density source, which was assumed
to be constant along flux-surfaces and localised to a region just inside the confined region, as
indicated in figure 8.2. The applied density source function was

Sy(R,Z)=c,exp |-

Wn(R,Z) - ‘PN) (5.1

2
\I]N S

with the source centre at Wy, = 0.915 and the source width Wy ,, = 0.0838. The source rate

LCo-first authorship.
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¢y, was unknown and so it was tuned by each simulation group to give a reasonable match
of the outboard midplane density at the separatrix. This gave a total particle injection rate
of 1.85 x 10?' s7! — which is reasonably close to the ~ 3 x 102! s7! inferred from the total flux
reaching the wall Langmuir probes.

The discharge was heated Ohmically, to reduce the number of heating systems which had to be
considered by the modelling groups. Since Ohmic heating is proportional to the plasma current,
it is assumed that the power source is localised near the magnetic axis (current measurements
were not available). Ohmic heating will preferentially heat the electrons since Poj,; = 0E? and
o oc 1/4/mg, so we apply a T, source only. The applied core power source is indicated in figure
8.2. Rather than applying a temperature source as per usual, we modified the source such that
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it injected a constant power. The general form for the total power is

P = g /n(x) (STe(x) + STl.(x)) + (T, (x) + Ti(x)) S, (x)d®V (8.2)

where x = (R, ¢, Z). For the TCV modelling we set

S1.(x) = @ [Sp(x) = (Tu(x) + Ti(x)) Su(x)] and Sr,(x) = 0 (8.3)

which simplifies the power source to

p= g / Sp(x)d3V (8.4)
The resulting power is independent of the density source rate, since the energy associated with
adding particles is subtracted from T,. We don’t use an external source for the ion temperature,
and instead heat them via equipartition. For the validation, Sp was adjusted to give 150 kW of
power, matching the total Ohmic heating power. A later bolometry analysis estimated that
~ 30kW was being lost to confined-region radiation, while the ionisation associated with the
particle source would require a further 4.0kW (using the particle source rate and an ionisation
energy of 13.6 eV), so probably a value of 115 kW may have been more appropriate. Nevertheless,
as we will discuss later in this chapter, it would be preferable to include self-consistent neutral
dynamics, rather than increasing the complexity of the source functions.

8.2. The TCV-X21 validation dataset and repository

The SPC team collected an experimental dataset by performing several discharges based on
the TCV-X21 scenario. An extensive dataset was collected by combining data from different
diagnostics and discharges, giving a total of 45 observables from the 5 diagnostic systems
indicated in figure 8.3, measured in two toroidal field directions. The diagnostic systems and
the methods for calculating the experimental uncertainty are detailed in reference [2]. The
dataset observables include the plasma density n, electron temperature T, plasma potential
¢, ion saturation current density jso+ and floating potential Vi = ¢ — Agpp from the FHRP
(outboard midplane), RDPA (divertor volume), LFS-LP (low-field-side target) and HFS-LP
(high-field-side target) Langmuir probe arrays. Additionally, the immersed probes (FHRP and
RDPA) measure the parallel Mach number M, and the wall-mounted probes (LFS-LP and
HFS-LP) measure the parallel current density j. In addition to the probe measurements, the
TS (Thomson scattering) system gives measurements of n and T, at the divertor entrance,
and the IR-LFS (infrared camera) system gives g at the low-field-side target. No edge-data
is available for the ion temperature, while the value in the confined region is determined via
charge-exchange recombination spectroscopy.

To enable future validations against this dataset, the experimental data, extended documen-
tation of the validation case, the routines used to process the simulations and the simulation
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Figure 8.3.: The diagnostics used to collect experimental data in the TCV-X21 scenario, over-
layed onto the density from a GRILLIX simulation. Experimental data was collected
via a fast horizontally-reciprocating midplane probe (FHRP), the Thomson scat-
tering system (TS, using only points below the magnetic axis), wall-embedded
Langmuir probes at the low-field-side (LFS) and high-field-side (HFS) targets, an
infrared camera (IR) measuring the heat flux at the low-field-side target and a
vertically-reciprocating divertor probe array (RDPA).

92



8. Validation against the TCV-X21 diverted tokamak scenario

Experimental o _
data jupyter > m d
e’

Processing CONDA o & binder

routines ¢ Jdocker

Simulation v O Updated User

data GitLab GitHub data  support

Figure 8.4.: For the TCV-X21 validation case, the experimental and simulation data is stored
in an interoperable data format (NetCDF') and processed using an open-source
library of Python scripts. The functionality of this library is built on packages

from Conda-forge, and in-place documentation is provided with Jupyter notebooks.
These are shared via gitlab.mpcdf.mpg.de and github.com repositories. The
repository is also permanently stored on zenodo.org, and a Docker image of the
library is used to provide in-browser interactivity via mybinder.org. By using
a public github.com mirror, we can provide user-support via issues and accept
user-submitted data via merge requests.

results are provided according to the Findable Accessible Interoperable Reproduce (FAIR) open
data principles. The dataset and resources are shared at github.com/SPCData/tcv-x21 and
gitlab.mpcdf.mpg.de/tcv-x21/tcv-x21. In addition to the scientific outcomes of this work,
this project can also be considered an experiment for the public release of fusion data. We're
hoping that this will make the dataset and validation case more widely used and that this
will encourage more sharing of fusion data and more openness in code validation. If you're
considering something similar, as early as possible in the project you should decide how you will
store your data, how you will share it, and under what licence. This data management plan can
be informal, although having a formal structure in place and getting your contributors to sign up
can avoid future conflicts. For the licence, the Creative Commons licences are recommended if
you're sharing a dataset. We selected a standard CC-BY 4.0 Attribution licence which includes
a requirement for attribution and marking any changes, while we decided against adding a
non-commercial clause since this can prevent the use of datasets in things like textbooks.

The licence and a data management plan are the most important parts of sharing a dataset,
but if you want to make it easier to use your dataset there are a few additional tools that you
can use. These are outlined in figure 8.4. For user-support, a public github.com repository lets
anyone with a GitHub account make issues and merge requests for your repository, although
there are a few oddities such as charging for Git-LFS which make this service less than
optimal. As such, we also kept the institutional gitlab.mpcdf.mpg.de repository, which is
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8. Validation against the TCV-X21 diverted tokamak scenario

easier to do development and testing in. We also stored a copy of the repository with CERN’s
zenodo.org, which offers permanent versioned storage of datasets up to 50GB, a DOI for each
version, an interface to github.com and a Python-based REST API for sending and retrieving
files. I additionally built a Docker image based on a jupyter/scipy-notebook image from
github.com/jupyter/docker-stacks. This allowed for in-browser interactive data exploration
via mybinder.org — which was rather complicated to set up and somewhat frivolous, although
it is useful to have a snapshot of the data analysis as of paper submission available at the click
of a button. The paper was only recently published but the work is already gaining interest,
with at least 5 groups aiming to reproduce and extend the simulations? and more experimental
data being collected to include in the repository. These are promising signs that TCV-X21 will
be a significant work setting the standards for rigorous validations, and also for the open and
accessible sharing of fusion data.

8.3. Hot-ion electromagnetic model

To simulate the TCV-X21 scenario, we used a hot-ion, electromagnetic model which evolves
the plasma density n, the electron and ion temperatures T, and T;, the electrostatic potential
¢, the parallel velocity u, the parallel current density j; and the parallel component of the
electromagnetic vector potential A|. Self-consistent neutral dynamics were not included, nor
was the electromagnetic ‘flutter’ transport. The equations are implemented in GRILLIX in a
dimensionless form, given in appendix A and appendix A of reference [129], included here in SI
units for reference;

ot

i + UEXB * V] n= n‘K(qb) - (]((Pe) +V. [(j” - nu”) b] + Dn(i’l) + Sy

d Vipi . 1
AR [% (E +upxp -V + M||V||) ( P )] =—K(p. +pi)+ V- (]”b) - =K(G) + Da(Q)
n 6
J Vi (pe +pi) 2B%2 G
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2GRILLIX, GENE-X, GBS, SOLEDGE3X, SOLPS - that I know of.
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corresponding to the continuity (2.56), quasineutrality (2.58), momentum-balance (2.60), Ohm’s
law (2.62), electron temperature (2.67) and ion temperature (2.71) equations, plus Ampére’s
law (2.74), with the curvature operator K defined by equation B.18. The D terms correspond
to numerical hyper-diffusion terms used to stabilise the numerical scheme, which is applied on
the vorticity QQ and modified electromagnetic potential W,, (described in reference [109]).

We limit the heat conductivity in the core, since the Braginskii heat flux diverges at low
collisionality (high temperatures). To calculate a reasonable value for the heat flux limit on
closed flux-surfaces, we use equation B.63 from the SOLPS-ITER manual [92], where

-1
5/2 . 5/2 Anc
Xlle = X||eoTe/ is replaced by Xije timited = XlleOTe/ (1 + E) (8.5)
where Agc is the mean-free-path of hot-tail electrons, given as
T.[eV])?
Amc[m] = 7.5 x 1016@ (8.6)
n[m™]

and g is the safety factor. At the time these simulations were run, we didn’t have the functional-
ity to set a variable heat-flux. Instead, a value was calculated by analysing a partially-converged
simulation and finding a heat flux limit that was reasonably representative of the actual result
of the above equation.

As in the TORPEX validation, the TCV simulations were found to be strongly affected by
boundary conditions. For the first simulations performed, we used the same insulating boundary
conditions as in the TORPEX validation, with jj — 0,¢ — Agy. However, it was found
that strong internal currents were driven in TCV, including in the SOL. Using the insulating
boundary conditions, these currents had to be forced to zero in the boundary region, leading to

a strong parallel gradient in jj. Due to the %V- (]IIB) terms in the T, and T; equations, this

led to a strong heating near the boundaries. For the electron temperature, due to the larger
sheath-heat transmission coefficient, this heating could be transported to the targets, while for
the ions the heat is not lost as effectively and so the overall T; increases. Eventually, this would
cause the simulations to crash with T; ~ 100eV in the SOL — higher than in the confined region.
To avoid this heating term, the parallel current boundary condition was changed to Vj; =0 -
a simple Neumann boundary condition, setting the boundary current to the nearest interior
value. As we will later show, this led to surprisingly good agreement with the experimentally
measured current profiles. However, the potential was still set to the insulating value ¢ = Agy,.
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The other boundary conditions were an E X B-drift corrected velocity boundary condition
(given by equation 3.27), a sheath-heath-transmission boundary condition (equation 3.36) with
Vs,e — 1 =2.5 for T, and ys,; —1=0.1 for T;, and a Neumann condition V;n = 0 for the density.
At the perpendicular boundary conditions, Neumann boundary conditions are used for all
quantities except for the current (set to 0) and the potential (set to Agp).

8.4. Simulating the TCV-X21 scenario

The magnetic equilibrium corresponding to TCV shot 65402 at time t = 1s was computed
using the LIUQE code [160]. This equilibrium was processed with parallax-equilibrium,
and used for the simulations in both field directions. For all simulations, we used 16 toroidal
planes to resolve the parallel dynamics. To calculate the required perpendicular resolution, the
reference electron temperature was set to the separatrix value measured by Thomson scattering
Too = 41.3 eV, giving a reference sound Larmor radius

_ VTom; _ V41.3eV -2.014u

_ = 0.977
Ps0 =08, e-0.95T o

To resolve microinstabilities which mostly occur on scales around 1—-10p; (see table 1.1), we need
a perpendicular grid resolution of ~ ps or finer. However, in GRILLIX we use a regularly-spaced
perpendicular grid, and so set a single perpendicular resolution in terms of psg. The relationship
between the reference and local Larmor is shown in figure 8.5. Most of the confined region has
Ps > Pso, except for the outermost flux-surfaces on high-field-side (which has a larger ps due to
the higher magnetic field). Conversely, all of the open field-line region has ps < pso.

The resolution required to resolve the turbulent drive and transport depends both on the
spatial scale of the instabilities and on the numerical scheme. Ideally, we would scan the
resolution, increasing it until an increase of resolution no longer causes any noticeable change in
the dynamics. However, due to the strong variation of ps it’s very expensive to run simulations
that are globally converged with respect to resolution. As such, we instead pick a resolution
which gives a reasonable balance between cost and accuracy.

For TCV-X21, we used a perpendicular resolution of 2ps for quickly scanning input parameters.
At this perpendicular resolution and with 16 poloidal planes and a timestep of 1.02ns, the
simulations cost around 1.69 x 10*CPU-hrs per millisecond — giving about 2ms per week on
4 nodes of Marconi-Skylake?. Once the 2pso simulations reached a quasisteady state, we
interpolated the solution to a 1pso-resolution grid and then continued the simulation, at a cost of
9.14 x 10*CPU-hrs per millisecond. This changed the turbulence drive and so we needed to find
a new quasisteady state, but reaching convergence was faster than reaching convergence from
a clean initial condition — suggesting that this method might also be helpful for economising
simulations of larger devices. Visually, the higher-resolution simulations looked similar in
the confined-region, but had more filaments in the open-field-line region and especially the
private-flux-region — which is consistent with what we would expect from figure 8.5.

3(at realistic resistivity and heat conductivity) — this is extremely cheap for a turbulence simulation.
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8.5. Comparison of simulation to experiment

The simulations were processed using a subset of the TorX library which was publicly released with
the TCV-X21 repository. The simulations were interpolated to the positions of the experimental
diagnostics and either compared directly to the experiment or used to calculate synthetic
diagnostics (the expected value measured by an experimental diagnostic if it was measuring a
plasma with the simulated profiles). The simulated and experimental profiles were compared
both graphically and via a quantitative composite validation metric introduced in reference
[118]. Due to the sheer number of observables — in total, 90 one- and two-dimensional profiles,
45 in each field direction, from 5 diagnostic systems — this is no small task. One result of the
validation is that the confined region agrees quite well, while the open field-line region does
not, and as such we present the results by region, starting from the core and working our way
towards the divertor and targets.

8.5.1. Uncertainty quantification

For the experimental data, the uncertainty was given as the root-mean-square sum of the intrinsic
diagnostic uncertainty, the standard deviation across repeat discharges and the uncertainty
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of the models used to calculate comparison observables from raw experimental data. For the
GRILLIX simulations, the statistical uncertainty was calculated via a bootstrap analysis [178].
The basic principle of this is as follows: if you have N data points, randomly sample N values
from the data set with replacement (i.e. you can draw the same value twice) and calculate the
statistical moments (mean, standard deviation, skew and kurtosis). Then, repeat this procedure
a number of times, each time redrawing another N data points and recalculating the statistical
moments. Eventually, you will have a distribution of results for each statistical moment, with a
mean and a standard deviation for each moment. The expected value of the moment is set to
the mean of the moment, and the statistical uncertainty (due to calculating statistical datasets
from a finite number of time-points and poloidal planes) is set to the standard deviation of
the moment. When taking data from 16 poloidal planes and from 500 time-points (about
1ms), the bootstrap method was found to give negligible statistical uncertainty for the mean,
a small statistical uncertainty for the standard deviation, and large statistical uncertainty for
the skew and kurtosis. In addition to statistical uncertainty, there are several other sources
of uncertainty — notably, sensitivity to uncertain input parameters such as the sheath heat
transmission coefficients or the density source rate, uncertainty in the magnetic reconstruction
and the discretisation error due to finite time- and space-resolution — although these are not
evaluated in this work?.

8.5.2. Core profiles

Since GRILLIX uses a collisional-magnetised fluid closure, we don’t expect that the model will
accurately model the plasma in regions where the collisionality is low. For TCV-X21, this means
that the model is not formally valid in the core. Nevertheless, it is interesting to consider what
happens when we apply the model outside of its region of applicability. Since the TCV-X21
scenario is small, we decided to include the core region, removing the need to apply boundary
conditions at some confined-region flux surface. To avoid extremely high conductivities due to
the Braginskii expressions, a heat-flux limiter (equation 8.5) was used. This permitted stable
simulations in both toroidal field directions, which we compare to measurements from Thomson
scattering and charge-exchange recombination spectroscopy in figure 8.6. We are also interested
in the profiles of the radial electric field but do not have experimental data, and so show the
simulated profiles in figure 8.7. These comparisons are not included in reference [2|, although
the data is available in the repository.

In figure 8.6, we see that all of the profiles agree fairly well near the separatrix (Wy — 1).
Additionally, the T, profile matches further into the core. However, the flattening of the profile
observed around Wy ~ 0.25 is not seen in the simulations, which might be due to the shape of
our T, source or due to the lack of fast MHD instabilities near the magnetic axis. Conversely,
the n and T; profiles don’t match the experiment in the core. For the density profile, the density

4We performed simulations at 2mm and 1mm in both field directions. We could use this to estimate the
discretisation error via Richardson extrapolation [118]. However, this method should only be used when the
numerical solution is close to the asymptotic solution obtained at infinite resolution. When we refined our
grid, the solution changed significantly, suggesting that we are not in the asymptotic region and that the
Richardson error estimation is invalid. See references [179, 163] for more discussion of simulation uncertainties
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Figure 8.6.: Core profiles from Thomson scattering (n and T,) and charge-exchange-
recombination-spectroscopy (T;) diagnostics. The experimental data is given in
forward field (light blue) and reversed field (red), which is compared to the simulated
profiles in forward field (blue) and reversed field (orange).

source is clearly visible, although the density profile peaks around Wy ~ 0.75 instead of at the
source position at Wy ~ 0.915. To recover the experimental density profile, we need to increase
the inward particle transport, which might require modelling the neutrals [180] or trapped
particles [181]. The T; looks reasonable in the edge, albeit with extremely high uncertainty, but
is cooler in the core. This might indicate that we need either an additional T; source (such as
the small contribution from the Ohmic heating) or additional coupling mechanisms between T,
and T;.

In figure 8.7, we show the radial electric field and the electrostatic potential. We see that
the radial electric field structure does not change significantly with the toroidal field direction,
although the reversed field simulation has E,;; ~ 1 —2keV more negative than the forward-field
case. This slight difference in the radial electric field corresponds to a significant difference in
the electrostatic potential — the simulations are similar in the SOL since the absolute value of
the potential is fixed via the boundary conditions®, while in the core the forward-field simulation
has a potential difference (with respect to the walls) of & 0V, while in the reversed field case we
have a core potential of * —200V. Relating this back to the profiles; an inhomogeneous radial
electric field can cause shearing of the plasma poloidal rotation, which can suppress turbulence
[129] and affect the plasma profiles. Since the structure of E,4 is similar in both toroidal field
directions, the plasma n, T, and T; profiles are similar despite the large difference in ¢.

5We set the sheath entrance potential equal to the potential drop across the sheath — which implies that the
potential at the wall must be 0.
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Figure 8.7.: Core profiles for the electrostatic potential (measured in the SOL by the FHRP)
and the radial electric field. The experimental data is given in forward field (light
blue) and reversed field (red), which is compared to the simulated profiles in forward
field (blue) and reversed field (orange).

8.5.3. Outboard midplane profiles
Comparison of mean plasma profiles

Next, we consider the simulated outboard midplane and divertor entrance profiles. These are
compared to measurements from the fast horizontally-reciprocating probe (FHRP, at the OMP)
and Thomson scattering (TS, at the DE) systems in figure 8.8 and 8.9. We see that for all of the
OMP and DE profiles, the toroidal field reversal doesn’t have a large effect in the simulations.
Similarly, for the experimental measurements, the toroidal field reversal doesn’t have much
of an effect, except for the electrostatic potential ¢ and the floating potential Vi = ¢ — Agp.
From equation 3.21, this suggests that the current density j at the outboard midplane might be
changing with the toroidal field direction, although since the current isn’t measured directly we
can’t confirm this. Additionally, the measured parallel velocity u); (shown normalised to the local
sound speed as M ) is faster in reversed field, and the separatrix density is smaller (~ 2/ 35 of
the forward-field value) in reversed field. However, when comparing the outboard-midplane and
divertor entrance density measurements, it is surprising that the DE # is higher than the OMP
n in reversed-field while it is about the same in forward-field. Since the T, separatrix values are
about the same between the OMP and DE, the difference in the n measurements would imply
a pressure gradient along confined-region flux surfaces, and it is unclear if this is physically
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Mean profiles at outboard midplane and divertor entrance
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Figure 8.8.: Mean profiles at the outboard midplane (OMP, measured by the FHRP) and divertor
entrance (DE, measured by TS). The experimental data is given in forward field
(light blue) and reversed field (red), which is compared to the simulated profiles
in forward field (blue) and reversed field (orange). We have multiplied both the
simulated and measured forward-field parallel Mach number M; = u)/cs by —1,
such that we can compare its magnitude against the reversed-field.

101



8. Validation against the TCV-X21 diverted tokamak scenario

reasonable or indicative of an underestimated experimental uncertainty®.

Comparing the simulations to the experiment, we see that the simulations match the density
profile fairly well (with the exception of the OMP-separatrix n in reversed-field). The T, profiles
are underestimated by approximately a factor of 2 at the separatrix, while a good agreement
is found from Wy 2 1.05. The ¢ profile matches within the (large) experimental uncertainty
in forward-field, while it is underestimated in the reversed-field SOL. For the simulations, the
separatrix corresponds to a maximum of ¢, while this is less clearly visible in the experimental
measurements. The parallel Mach number M| = u/c; is overestimated in the simulations. Since
T, is underestimated, part of the disagreement could be because the simulated cs = /T, /m;
is underestimated, but even after correcting for this we see that the parallel velocity u is
overestimated. This will increase the parallel transport relative to the perpendicular transport,
which may explain why the density profiles fall off faster into the SOL in the simulations.

Comparison of mean profiles from synthetic diagnostics

We also calculate synthetic probe measurements from the simulated profiles and compare these
to the direct experimental measurements. This is interesting particularly for the ion saturation
current density — since the n, T, and ¢ profiles determined by the FHRP are calculated using a
model which assumes that T, = T;, while in the simulations we instead find that T; ~ T, + 10eV
around the separatrix. The js4¢ profiles agree at both the separatrix and in the far-SOL, while in
the near-SOL the simulations predict that js,+ should fall off more quickly than in the experiment.
Since we see similar behaviour in both the js;+ and DE-n profiles, the lower reversed-field OMP-
n measured by the FHRP is probably not realistic. The floating potential Vy; shows poor
agreement in both field directions. While in the experiment the Vy; profile changes significantly
with the toroidal field direction, in the simulations this effect is not observed. The forward-field
simulation appears to match the shape and magnitude of the profile reasonably well, but the
simulated Vy; profile is shifted towards the confined region by AWy ~ 0.02. Conversely, for
the reversed-field simulation, the Vy; is both underestimated in the SOL and shifted towards
the confined region. This may a consequence of the ¢ — Ay, boundary condition. As we will
discuss in section 8.5.4, the simulated and measured j| at the targets change with the toroidal
field direction, and so if we set the potential at the boundaries consistently this could improve
our description of the potential across the separatrix.

Comparison of statistical moments from synthetic diagnostics

Since the experimental profiles of js,; and V) are measured directly rather than determined
from experimental measurements via a model, we can also compute the statistical moments
of these observables. These are compared to the corresponding statistical moments from the
synthetic diagnostics in figure 8.9. For the standard deviations of jso and Vg we see a reasonable

6Since the FHRP has a probe head which is small compared to the ion Larmor radius, the probe collection area
was calculated using the sheath-expanded surface area (valid for a weakly-magnetised plasma) rather than
its parallel-projected area (valid for a strongly-magnetised plasma) [182]. Additionally, it was assumed that
T. =T,.
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Figure 8.9.: Statistical moments of the profiles at the outboard midplane (measured by the
FHRP). o indicates the standard deviation, ‘skew’ indicates the unbiased skewness
and ‘kurt’ indicates the Pearson kurtosis. The experimental data is given in forward
field (light blue) and reversed field (red), which is compared to the simulated profiles
in forward field (blue) and reversed field (orange).
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PDFs of the OMP js,t at selected Wy positions, in forward-field
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Figure 8.10.: Probability distribution functions of js,+ at various positions along the outboard
midplane for the forward-field simulations. Each colour indicates a different radial
position, representing the outer-confined region (blue), the separatrix (orange), the
near-SOL (green) and the far-SOL (red). A histogram is shown for each position,
giving the normalised counts from 16000 samples binned into 50 equally-spaced
bins. For each histogram, we also fit a Gaussian distribution from the mean and
standard deviation of the distribution, shown by the dashed line. The statistical
moments corresponding to each position are given in the table. The black dashed
line gives the minimum js4¢ value achievable for an immersed probe for the density
and temperature floors used in the simulations

agreement for both the shape and order-of-magnitude. Since these can be related back to the
fluctuations of n, T, and ¢, this suggests that we are capturing the turbulent fluctuation levels
reasonably well. One interesting point is that the simulations seem to be reproducing the
standard deviation of Vg more accurately than its mean, particularly in reversed-field. This
could imply that the simulations are capturing small-scale E X B turbulence more accurately
than the large-scale background drifts.

We also have experimental measurements for the skewness and kurtosis of jsz:. These are
defined in terms of the statistical moments about the mean [183]

1 v i}
m, = E Zl(xi - X)r
1=

The (unbiased) skew is given as
skew(x) = mg,/m;’/2 (8.7)
which is zero for the normal distribution. The (Pearson) kurtosis is given as

kurt(x) = my/m3 (8.8)
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which is 3 for the normal distribution. Somewhat confusingly, the kurtosis is sometimes given as
excess kurt(x) = mq/m3 — 3 (8.9)

which we call the excess (Fisher) kurtosis (this is zero for the normal distribution).

These higher-order statistical moments help to characterise non-normally distributed data.
The profiles for the mean, standard deviation, skew and kurtosis of js;+ at the OMP are given
in figure 8.9. The skewness and excess kurtosis are close to zero in the confined region in
both field directions, in both the simulations and the experiment. Moving into the SOL, in
the forward-field the skewness and kurtosis increase for both the simulation and experiment,
although the simulated values increase more steeply than in the experiment. Conversely, in the
reversed-field, the experimental skewness and excess kurtosis increase slightly and then return
to almost zero — suggesting Gaussian-distributed turbulence. This is not reproduced in the
simulation.

To understand the meaning of these statistical moments, we also show the raw probability
density function from the forward-field simulation at several radial positions in figure 8.10.
The PDFs are all seen to be positively skewed: that is, there are more high-amplitude data
points than would be expected from Gaussian-distributed data. Physically, this means that
the plasma has an overabundance of coherent structures which have more particles than the
background (compared to a normal distribution) — which are termed ‘blobs’ or ‘filaments’ —
and/or an absence of ‘holes’ (background minus a filament) [100]. As we move further into the
SOL, the skewness of the distribution increases. We also see that the kurtosis increases into the
SOL. This implies that js, signal is increasing dominated by very-high or very-low amplitude
events, rather than by events with jsu close to the mean [113]. Combined with the skew, we
conclude that as we move further into the SOL, the js4+ signal is increasingly dominated by
coherent blobs rather than random transport. We expect that these blobs are sourced from a
region with negative skewness (since the ejection of the blob will leave a corresponding hole)
seen between Wy = 0.8 and 0.95 in the simulations. Filaments generated in this region drive
SOL turbulence ballistically, leading to non-Gaussian statistics in the SOL [99].

8.5.4. Target profiles
Comparison of mean plasma profiles

We next consider the profiles measured at the divertor targets. We are interested in both the
toroidal field reversal and the in-out asymmetry, so we plot both field directions and both
divertor targets for each observable. The plasma density, electron temperature and electrostatic
potential are shown in figure 8.11, and the current and floating potential are shown in figure 8.12.
We see that in the experimental measurements, the density, current density and floating potential
show a strong effect of toroidal field reversal and a strong in-out asymmetry. The potential
changes with field direction but is similar at both targets, while the electron temperature is
similar at both targets and in both field directions.

In the simulations, a weaker effect of toroidal field reversal and in-out asymmetry is found,
which might suggest that the background drifts are having a weaker effect in the simulations
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Mean profiles at divertor targets
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Figure 8.11.: Mean profiles at the low-field-side (LFS) and high-field-side (HFS) divertor targets,
measured by the wall-embedded Langmuir probes. The experimental data is given
in forward field (light blue) and reversed field (red), which is compared to the
simulated profiles in forward field (blue) and reversed field (orange).
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Figure 8.12.: The parallel current density and floating potential at the low-field-side (LFS) and
high-field-side (HF'S) divertor targets, measured by the wall-embedded Langmuir
probes. The mean and standard deviation for each observable is shown. The
experimental data is given in forward field (light blue) and reversed field (red),
which is compared to the simulated profiles in forward field (blue) and reversed
field (orange).
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than in the experiment. The target n is underestimated by a factor of ~ 2 — 3, and the profile
shape is only loosely recovered. One interesting feature is the small secondary peak visible on
both the LFS and HFS targets in the forward-field direction. The position of this secondary
peak roughly corresponds to the prominent private-flux-region peak seen on the LFS target and
the split peak seen on the HFS target — although the magnitude of the simulated peaks is much
lower than the corresponding experimental features. A mechanism for a similar double-peaked
n profile is described via UEDGE transport modelling in reference [124], primarily due to
background E X B drifts. The effect of the n floor value is visible on the targets, and the increase
of the n profile at the limiting flux surface may indicate a numerical issue.

The T, profiles agree remarkably well — matching both the shape in the SOL for both field
directions and the magnitude of the profile for the forward-field field simulation. The reversed
field simulation slightly underestimates T, although this is just outside of uncertainty. In
the private flux region, T, drops much more sharply than in the experiment, such that the
private-flux-region is mostly at the T, floor. Since we have set ¢ = Agp, (where Ay, is roughly
proportional to T, equation 3.17), the T, profile also affects the ¢ profile. This gives reasonably
good agreement in the forward-field SOL, while the shape of the simulated reversed-field ¢ is
significantly different to the experiment. In both field directions, the steep T, gradient into the
private flux region leads to a strong radial electric field, which will, in turn, drive poloidal E X B
flows across the boundary surface.

Current density and floating potential

The mean and standard deviation of the current density and floating potential are shown in
figure 8.12. We see that the simple extrapolation of the internal current is able to predict the
approximate shape and magnitude of jj, except for at the HFS in forward-field. The simulations
also predict o(j) remarkably well, capturing the profile shape in both field-directions and the
magnitude in forward-field, while overpredicting the magnitude in reversed-field. Since we are
setting the boundary current equal to the current at the nearest interior point, this suggests
that the currents observed at the targets must be driven mostly within the plasma volume —
such as via thermoelectric currents — rather than by the sheath.

In a sharp contrast to jj, the floating potential and its standard deviation are matched very
poorly by the simulations. In the simulations, we have set Vf; — 0 as a boundary condition
(corresponding to jj — 0, see equation 3.25), but this does not agree with the experimental
measurements. Our simple sheath model in chapter 3 gives the relationship between V¢, and j)
at the targets as equation 3.25. Our relatively good agreement for j suggests that we might be
able to set ¢ in terms of jj, which is discussed more in section 8.6.

Statistical moments of j,;

The mean, standard deviation, skew and kurtosis of js,¢ at the targets is shown in figure 8.13
(see section 8.5.3 for the definition of the skew and kurtosis). We see that the mean js,; value is
underestimated at both targets and in both field directions — likely due to the low target n. This
also leads to an underestimated o(js,t), while the relative fluctuation level (not shown) is closer
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Statistical moments
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Figure 8.13.: Statistical moments of the ion saturation current at the low-field-side (LFS) and
high-field-side (HFS) divertor targets, measured by the wall-embedded Langmuir
probes. ¢ indicates the standard deviation, ‘skew’ indicates the unbiased skewness

and ‘kurt’ indicates the Pearson kurtosis. The experimental data is given in forward
field (light blue) and reversed field (red), which is compared to the simulated profiles
in forward field (blue) and reversed field (orange).
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PDFs of the LFS jsat at selected Wy positions, in forward-field
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Figure 8.14.: Probability distribution functions of js4¢, at various positions along the low-field-
side target for the forward-field simulations. Each colour indicates a different radial
position, representing the private-flux region (blue), the separatrix (orange), the
near-SOL (green) and the far-SOL (red). A histogram is shown for each position,
giving the normalised counts from 16000 samples binned into 50 equally-spaced
bins. For each histogram, we also fit a Gaussian distribution from the mean and
standard deviation of the distribution, shown by the dashed line. The statistical
moments corresponding to each position are given in the table. The black dashed
line gives the minimum js,; value achievable for a wall-embedded probe for the
density and temperature floors used in the simulations.
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to the experimental value near the separatrix (the far-SOL and PFR are again underestimated).
The skewness and kurtosis jsu+ are seen to oscillate wildly and to give extreme values. The
non-smooth profiles may suggest that we don’t have enough data points to characterise these
higher-order moments, while the extreme values suggest that we have points that are not
described by Gaussian statistics. To investigate this further, we plot the raw probability density
function at several positions in figure 8.14.

We see that at the separatrix and in the SOL, the PDFs of js;; appear reasonably close
to the Gaussian profiles. However, in the private-flux region, the PDF is essentially a 0
function at jsor = 1.14kA m~2, which is the minimum possible value of jss¢, given floor values
of nfiger = 5X 101" m™3 and Tf100r = 2.1eV. If we allowed jsat to drop further, we would
presumably find a more reasonable PDF in the PFR. However, since there are several 1/n
and 1/T terms in the equations, very low values of n and T can lead to numerical difficulties.
Furthermore, comparing to the profiles in figure 8.11, we see that the experimental measurements
are above the floor values, so it would be instead better to find why the n and T profiles in the
PFR are so low.

Heat flux to targets

From our sheath-heat transmission boundary conditions (equation 3.36), we can calculate the
heat flux to the targets as the sum of a convective heat flux nu T, and a conductive heat
flux —x ||V T. Additionally, since the poloidal E X B-drifts are found to be strong, we add an
addition convective component with a velocity equal to the effective parallel transport due to
the E X B-drift (i.e. a convective flux with a value of 1] which gives the same poloidal transport).
The resulting parallel heat flux profile is compared to measurements from an infrared camera
which measures the heat flux to the LFS target, with the results shown in figure 8.15.

For each g profile, we use Levenberg-Marquardt algorithm [184] to fit a Eich-type profile
(see reference [54]) of the form

r—rTo

S
X erfc (m S ) + g4BG (8.10)

S\ _r-m

is the radial distance from a flux surface to the separatrix evaluated at the

where ¥ = R* — R¢,,
outboard midplane’, qo is the peak heat flux, A4 is the heat flux decay length, S is a ‘spreading
factor’, ro allows for a radial shift of the separatrix position (to correct for uncertainty in the
separatrix position or a radial shift due to drifts), and gp¢g is the background heat flux. The
relevant fitted values are given in the table in figure 8.15.

We see that the Eich-type profiles fit the experimental results fairly well, while they provide a
poor fit for the simulated profiles. This might suggest that the simulations are not reproducing
the heat flux spreading correctly, or alternatively, that our expression for the heat flux isn’t
capturing all of the necessary components. The forward-field simulation is able to recover
the experimental peak heat flux, while the reversed-field simulation underestimates the peak

heat flux by almost a factor of 4. The simulations in both field directions predict narrow

"For PFR flux surfaces, a confined region flux surface with the same Wy is used.
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Figure 8.15.: Computed heat flux to the divertor targets, compared to Eich-type fits. The
corresponding fit parameters are given in the table. The experimental data is
given in forward field (light blue) and reversed field (red), which is compared to
the simulated profiles in forward field (blue) and reversed field (orange).

peaks, leading to a very small A4 for the forward-field simulation and a poorly-fit profile for the
reversed-fit profile. The simulated spreading factor is much lower than the experiment, for both
field directions.

This is a problem! We need accurate predictions of A,, since this determines the area over
which the heat flux is spread and ultimately the peak heat flux. To figure out why we aren’t
getting the expected profiles, we show the different components included in the heat flux in
figure 8.16. The heat flux is dominated by the electron heat convection %nTev”, which has a
narrow profile. This can be partly explained by the narrower-than-measured j profile in figure
8.12, and partly because we have missed the density peak at Wy = 1.025 (R* —RY,, = 0.6 cm) in

sep
figure 8.11. The double-peak structure is due to the electron conductive heat flux 3.16%;3V”Te7
which gives a heat flux into the simulation at R* —R;’ep = (0.5 c¢m, indicating higher temperatures

at the targets than in the domain. This seems to be balanced by the E X B convected heat flux,
so the double-peaked profile might be related to the strong poloidal E X B flow. This suggests
that we could improve our prediction of the heat flux by improving the match of other target
profiles. We could also add additional terms to the heat flux, such as the kinetic energy of the
particles or the energy associated with recombination of the particle flux, and should carefully
consider how to calculate heat fluxes across the sheath from a fluid model.
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Figure 8.16.: Components of the computed heat flux, from a single time-point and single poloidal
plane from the forward-field simulation.

8.5.5. Divertor volume profiles

Finally, we show the divertor volume profiles measured by the reciprocating divertor probe array,
in figure 8.17. For the density profile, we see that the profile is underestimated throughout the
divertor volume. Additionally, the experimental results show only a small drop in the direction
parallel to the magnetic field (vertical in these figures), while a strong parallel density gradient
was seen in the simulations. In the forward-field, a strong transport into the PFR was seen
experimentally, while for the simulations this isn’t reproduced. Conversely, the T, profiles in the
SOL match quite well, although the experimental broadening into the PFR isn’t seen in the
simulations. For ¢, both experiment and simulation are roughly constant along the magnetic
field, but the experimentally observed shape isn’t recovered in the simulations. For the parallel
Mach number, a large deviation from the experiment is found. The simulations show |M||| > 1,
while the experiment shows |M||| < 1. Despite the much-higher-than-measured magnitudes, the
direction of the parallel flow appears to be roughly correct — including the reversal of the PFR
flow with the toroidal field reversal.

8.6. Discussion

Putting everything together, we have shown that it is now possible to run simulations in realistic
divertor geometries, at realistic physical parameters, and at a relatively modest computational
cost. By comparing multiple observables and at multiple positions, the TCV-X21 validation
lets us find where the model is working well, where it isn’t and, crucially, to interpret the causes
of disagreement and determine how we can improve the fidelity of the model. We see that
the model is able to match the outboard midplane and divertor entrance profiles remarkably
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Figure 8.17.: Mean profiles in the divertor volume, measured by the reciprocating divertor
probe array. The rows (from top) correspond to the density, electron temperature,
electrostatic potential and parallel Mach number, with each row sharing a colour-
bar. For each subplot, the vertical direction gives the vertical displacement in
metres from the X-point. We have cropped the colour-bar range for M) to keep
detail in the experimental results: the actual range of values are (—0.58,0.67)
for TCV in forward-field, (-=0.78,0.14) for TCV in reversed-field, (-0.23, 6.4) for
GRILLIX in forward-field and (—3.4,2.6) for GRILLIX in reversed-field.
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well, except for the parallel Mach number which is overestimated. By contrast, the divertor
volume and divertor targets show a poorer match, except for the T, profile in the SOL which
matches remarkably well. This might be due to our choice of sheath boundary conditions or
due to the omission of neutrals. Further into the confined region, the n, T, and T; profiles all
look reasonable in the edge, but the n and T; profiles do not agree in the core — although we
didn’t expect our model to apply there anyway. In the outlook (section 9.2), we discuss how
the model will be extended to improve its accuracy at lower collisionality, which would let us
simulate the core more accurately.

8.6.1. What is driving the turbulence?

At the outboard midplane, both the simulations and the experimental measurements found
non-Gaussian probability density functions for js,¢. Positive skewness and excess kurtosis
indicate that the js,; signal is dominated by coherent filaments with an amplitude larger than
the mean js4¢, which is the behaviour typically expected in the SOL [101, 100]. In the simulations,
we identified a range of flux surfaces in the confined region with negative skewness, between
Wy = 0.8 and 0.95. We can use the lineouts feature in torx to investigate this flux surface
in more detail. We first interpolate the fields to the flux surface and then use the symmetry
angle® to interpolate from our 16 poloidal planes to a much higher toroidal resolution (the figure
uses 1000 points in the toroidal direction). We then calculated the z-score for each point in the
upscaled n, ¢, T, and T; profiles for a single time-point, and show the result in figure 8.18. We
also perform a Fourier analysis and show the magnitude of each poloidal mode as well as the
phase shift between the n, T, and T; profiles and the ¢ profile. The magnitude helps to identify
which are the dominant modes, while the phase shift can be used to identify whether the mode
exhibits drift-mode or ballooning characteristics®.

We find that the n and T; modes have approximately the same amplitude as the ¢ modes,
while the T, modes have a lower amplitude. All fields show a localised peak around a poloidal
wavenumber of between 30 —40 (which corresponds to a toroidal wavenumber of between 15— 20,
since the g-factor of the flux surface is 2.11). This peak could be identified as the energy
injection scale (the spatial scale of the dominant instability). For both the n and T; profiles, the
phase shift is much less than 7t/2, indicating that the turbulence is driven predominantly by
drift-wave rather than interchange turbulence. The T; profile has higher z-scores than the n
profile, which we could associate with the coherent filaments ejected into the SOL. To confirm
this, it would be helpful to develop a blob tracking algorithm such as in reference [187]. This
would also be useful for investigating what sets the frequency and size of blobs, and studying
how they are transported through the edge and SOL. Another extension could be to apply the
Fourier analysis in the open field-line region, to study secondary instabilities which lead to
profile broadening.

8We use the ‘ballooning’ or ‘straight-field-line’ coordinates. See equation 6.3.20 in reference [185] and the
Fourier_analysis notebook in the torx repository — particularly the section on upscaling in the toroidal
direction.

9See the discussion on page 7.13 of reference [186]. Interchange modes should have a phase shift around 7t/2,
while drift-wave turbulence has a phase shift closer to 0.

115



8. Validation against the TCV-X21 diverted tokamak scenario

Flux surface at Wy=0.86

n
3
2

< 11

Q

[@)]

&

— 10

©

=)

o

2 1-1
=2
-3

Poloidal angle 6
Mode amplitude

10—2 L

10—4 o

1076 b

+n/2

/2

10° 10! 102 103
Poloidal mode number

Figure 8.18.: The profiles and a Fourier analysis of the W = 0.86 flux-surface, which is identified
as the source region for SOL filaments. The colour-bar in the upper set of plots
gives the z-score at each point, calculated as (x — X¥)/o(x). The x-labels are the
outboard midplane, X-point, inboard midplane, and top of the device.
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8.6.2. Fast parallel advection

Despite the promising initial result, there’s still room for improvement, especially at the divertor
targets. Rather than focussing on what is matching well, it is interesting to find where and how
the code is diverging from the experiment since this lets us see how to improve the result in the
future. The most striking disagreement is the parallel Mach number, especially in the divertor,
which is much higher than measured. Since our T, profiles are realistic, this indicates that we are
overestimating the parallel velocity. To balance our particle source and sinks, the fast advection
will require us to increase our particle source rate or to reduce the target density to reduce the
outgoing particle flux I' = nu);. This explains why we are underestimating the target density,
and this causes us to underestimate other profiles such as js;;. We may also be setting our
particle source too high, although this is less clear than the reduced target density. Our total
source rate appears reasonable when compared to the total flux reaching the Langmuir probes,
but the outboard midplane T, separatrix value is lower than measured. This might indicate
that the core density source is too high since we added a negative T, source proportional to the
density source (to achieve a constant power).

The overestimated parallel advection will affect the balance of parallel and perpendicular
transport. Increased parallel transport will lead to narrower SOL profiles and a reduced effect
of the background drifts since plasma entering the SOL has less time to be advected across
field-lines before it reaches the divertor targets. This gives a reasonable explanation for the
narrowed parallel-heat-flux profiles and for the reduced effect of toroidal field reversal. The
depletion of the private-flux-region can also be partly be explained by this mechanism, although
it appears that we’re also not fully resolving the local drive of turbulence due to the very small
sound Larmor radius in the PFR, since the PFR activation increases slightly with increasing
resolution. The two mechanisms likely affect either other — the parallel advection reduces T,
and therefore ps in the PFR, which in turn leads to less cross-field transport since we aren’t
resolving the locally-generated turbulence.

What is driving this fast advection? Since we observed something similar in TORPEX, it
appears that this is a peculiarity of the model or boundary conditions, rather than something
specific to the case we are modelling. By following the time evolution of the simulation, we
see that u| starts increasing after the initial T, pulse travels from the OMP to the targets.
This leads to a radial electric field at the targets due to the ¢ o T,, which then modifies the
parallel velocity to compensate for the E X B transport across the targets, via the mechanism
depicted in figure 8.19. At this point this is desirable, since the modified u prevents spurious
E x B fluxes across the boundary, and additionally the modification of u by return flows is
physically motivated [139, 140]. However, the influx from E X B should be exactly balanced by
u). Instead, the electric field along the target increases, probably due to the coupling of the
target T, and ¢. This leads to self-steepening, and eventually to the extremely high velocities
observed. It’s not entirely clear why this is occurring. Due to the stencil-collapse issue described
in section 4.5, we gradually switch from the interior to boundary dynamics and therefore there
is no exact boundary surface. Going back to a ghost-cell method (or at least using a zero-width
penalisation) might therefore improve the issue, but this would require resolving the stencil
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Figure 8.19.: The interaction of the ¢ = Ayj, and drift-corrected velocity boundary conditions
can lead to a feedback loop. First, there is usually a temperature gradient across
the separatrix at the targets, since the scrape-off-layer is parallel-connected to a
higher temperature region. Due to the ¢ = Ag, boundary condition, this leads to
an electric field and therefore an E X B velocity across the boundary. If the E X B
velocity is inflowing, the parallel velocity is accelerated to compensate, while if the
E X B velocity is out-flowing, the parallel velocity is decelerated. However, we do
not drive reverse flows in the parallel velocity, so above a certain out-flowing E X B
velocity there is a net outflow in the private-flux-region, leading to a steepening of
the temperature gradient and a feedback loop.

collapse. Alternatively, if we used consistent conducting boundary conditions we could change
the target electric field, but it is unclear if this would be stabilising.

Furthermore, resolving the feedback loop is only part of the puzzle. If we instead just set
u| = £cs at the divertor targets, we will still have faster-than-measured parallel flows in the
divertor, and we will not have a mechanism to reproduce the experimentally-observed flow
reversal (seen in figure 8.17). The experimental measurements show flows significantly below
sound speed throughout most of the divertor, while even for simulations with simple Bohm
boundary conditions the parallel velocity will be close to sound speed in the divertor volume.
We might be able to reduce the divertor flows by introducing neutrals. In previous transport
modelling, subsonic flows in the divertor volume were possible only if neutrals were included
[123]. Neutrals can reduce u by adding an additional viscosity into the u equation or by
acting as an energy sink near the targets. Additionally, if the density increases faster than the
temperature drops, the neutrals will cause a positive pressure gradient towards the targets,
which will oppose the parallel flow. Another more radical way to reduce u would be to not
use a Bohm criterion at all, and instead drive advection across the targets via a particle source.
In a simple 1D model, this was found to still give a target velocity u — c¢s when the flow is
driven by a sufficiently strong density source (i.e. the flow will become ‘choked’). However, for
a weakly sourced region like the PFR, the outflow velocity would be subsonic.
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Figure 8.20.: The experimental parallel current density j at the divertor targets (in blue),
compared to the experimental ion saturation current density jsq+ (in green) and the

expected current density jsqs (1 — exp [T%Vfl]) (in orange) from a simple sheath

model, using the experimental jsu, Vs and T, measurements.

8.6.3. Conducting boundary conditions

According to the sheath model we discussed in chapter 3, our boundary conditions for the
parallel current are inconsistent with our potential boundary conditions. As such, the match
for j at the targets is remarkably (and unexpectedly) good. Firstly, as a caveat, it’s unclear
whether this is a fluke, or whether it represents real physics. If we assume the latter, this could
let us set ¢ in terms of j using equation 3.21. In the simulations, we have j > js;t so can
directly compute Vy; from the simulated jj. However, to see whether this condition is reasonable
we can use

I = Jsat (1 — exp [inz]) (8.11)
€
vy = ~ln (1 - ]]i) (8.12)
sat

with the experimental data. We show the j|| profile calculated by equation 8.11 with o(j”)2
2
[G(]sat)(;]]“ ] [O(T )(9]|| ] [O(Vfl)a]H ] compared to the measured jj and jsq¢ in figure 8.20.

We see that there is a good agreement between equation 8.11 and the measured j||, suggesting
that the simple sheath model is reasonably accurate.

119



8. Validation against the TCV-X21 diverted tokamak scenario

GBS GRILLIX TOKAM3X

= = Separatrix
m— \essel

Vertical position (Z) [m]

0.8 1.0

Radial position (R) [m]

Figure 8.21.: A poloidal snapshot of the plasma density from the GBS, GRILLIX and TOKAM3X
simulations. Here, GBS and GRILLIX show the reversed-field case, while
TOKAMS3X shows the forward-field case. The simulations have visually differently-
sized structure — large for GBS, medium for TOKAM3X and small for GRILLIX.

In our equations we have jj = =V ¢. This term would be destabilising if we use equation
8.12 as the ¢ boundary condition with a free-flowing j| boundary condition — since as ¢ — —oo
at the targets we have that jj — oo (which makes sense — as we generate strong electric fields,
the positive current should increase). There is no obvious mechanism in the interior dynamics
that would limit j < jsa¢, and so this would drive our system unstable. To resolve this, we could
set a current limiter, or simultaneously set a coupled boundary condition on j; and ¢ such as in
reference [134].

8.7. Comparison to other models and validation metrics

The TCV-X21 case was also used to validate the GBS [111] and TOKAM3X [134] models,
with the results of the validations published in a combined paper [2]. The models also use the
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GBS(+) GBS(-) GRILLIX(+)  GRILLIX(-) TOKAM3X(+)

Diagnostic observable d; S d; S d; S d; S d; S
n 135 0841 0712 0899 [0.698 0.865 1.73 091 2.6  0.893

T. 0.66 0.765 |[0.426 0.825 0.866 0.733 121 0.776 | 0.916 0.756

Fast Vi 0482 0774 221 078 [ 052 0738 13 0773 0801 0.75
horizontally- Jsat 127 089 0663 0893 124 09 14 0882 409 00918
reciprocating 0 (Jsat) [473 0889 164 0939 19 0927 1.9 0934 325 0933
probe (FHRP) skew (Jaar) 244 081 181 0912  3.78  0.898 0942 185  0.847
tor outboard kurt (Joar) 28 0829 237 0934 [ 478 | 0.886 0954 24 083
midplane Vi 452 0.833 0901 215  0.749 0824 165 0.696

o (Vp) [5I1 0949 0.963 0.953 094 | 422 0952

M 218  0.925 0.92 0.942 | 461  0.944 246  0.901

(x:Qrure  (0.62; 4.02) (0.61; 4.25) (0.59; 4.06)  (0.69; 4.2)  (0.75; 4.01)

Thomson scattering n 1.09 0.877 0.59  0.908 [ 0.435 0.887 0.992 0907 2.63 0.914
(TS) for divertor T, 328 089 393 0907 1.09 0872 137 0871 272 0874
entrance (x: Qs (0.52; 0.883) (0.5; 0.908) (0.018; 0.88) (0.1; 0.889) (0.99; 0.894)

n 181 0861 | 42 | 089 181 0859 235 0862 3.28  0.902

T. 0937 363 0911 1.76  0.907 1.94 0.868 1.88  0.908

Vi 0951 379 0925 255 0912 48 0.896 226 0915

Jsat 29 0891 61 0942 322 0884 362 08 276 091

Wall Langmuir 0 (Jsat) 493 0859 334 0.894 0.854 0.872 0.85
probes for skew (Jsat) 3.02 0.849 0.922 0.957 0.943 0.808
low-field-side kurt (Jsqr) 196 0.904 0.971 0.994 0982 27  0.895
target I 2.93  0.765 0.863 0.841 416 085 | 429  0.735
a(y) 3.26  0.884 092 271 0896 3,51 0905 424 @ 0.844

Vi 0.854 0794 214 064 0734 274 0.662

o (Vp) 0.907 0916 W70 0.894 0.909 [T 0.893

(x;Qrrstr  (0.96; 4.83)  (1.0; 4.97) (0.94; 4.82) (0.98; 4.85) (0.98; 4.66)

Overall x: Q (0.87; 18.9) (0.86; 19.4) (0.83; 19.0) (0.87; 19.2) (0.92; 18.6)

dj [T | ] I L -
0 1 2 3 4 5

Table 8.1.: Quantitative validation result for each observable. For each code and field
direction (indicated by (+) for forward field and (=) for reversed field), the d;
(‘normalised distance’, equation 8.13) and S; (‘sensitivity’, equation 8.17) terms
are given. The normalised distance d; gives the root-mean-square Z-score of the
difference between the experiment and simulation, with green cells indicating good
agreement (d; — 0) and red cells indicating poor agreement (d; — oo, with the
colour scale limited to d; < 5.0). The sensitivity S; indicates the precision of each
observable, with S; — 0 for observables with high relative uncertainty and S; — 1
for observables with low relative uncertainty. The combined level-of-agreement x
(equation 8.14 for dyp = 1.0 and A = 0.5) and the comparison quality Q (equation
8.15) are given for the FHRP, T'S, LFS-LP and for the overall validation.
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drift-reduced Braginskii equations, although both GBS and TOKAM3X omit electromagnetic
effects and GBS uses a different set of sheath boundary conditions [188]. The models use
different parallel discretisations — a fully non-aligned method in GBS, a locally field-aligned
method in GRILLIX (described in chapter 4) and a domain-decomposed flux-aligned method in
TOKAMS3X. Additionally, while GRILLIX used the Braginskii resistivity and heat-conductivities
directly, GBS and TOKAMS3X artificially modified these parameters to reduce computational
cost and improve numerical stability!?. GBS increased the resistivity by a factor of 3 and
reduced the heat conductivities by a factor of between 20 and 4.8 (see section 4.1 of reference [2]
for details), while TOKAM3X increased the resistivity by a factor of 1.8 and reduced the heat
conductivities by a factor of 1.8. The simulations also used different heating sources — 170 kW
for GBS and only 30kW for TOKAM3X, compared to 150kW for GRILLIX and 150kW of
Ohmic heating in TCV-X21 (of which ~ 120kW crossed the separatrix).

The different models had markedly different simulation results. In figure 8.21 we compare
poloidal snapshots of the plasma density, where we see that the scrape-off-layer filaments are
large in GBS, medium-sized in TOKAM3X and small in GRILLIX. This is likely due to the
increased resistivity used in GBS and TOKAMS3X, since the resistivity affects the perpendicular
size of electrostatic perturbations [134]. Comparing the profiles (see figures in reference [2]),
we see that the models are not too dissimilar at the outboard midplane, but they predict
significantly different divertor profiles. We find that GBS captures more of the effect of toroidal
field reversal, especially for the density profiles, and also predicts parallel velocities closer to the
experiment — which is consistent with our interpretation that the parallel velocity in GRILLIX
is the primary cause of the disagreement in the target density profile. We also find that both
GBS and TOKAMS3X predict extremely flat divertor electron temperature profiles. For GBS,
this is probably due to the reduced heat conductivity which changes the balance of parallel and
perpendicular transport. For TOKAM3X, the outboard midplane electron temperature profile
is also extremely flat so this might be due to the very low power source used in that simulation.

To help interpret and compare the validation results we used a wvalidation metric which
summarises the agreement between simulation and experiment in terms of a single number!!.
The methodology is described in reference [118] and in section 2 of reference [2|. For this
discussion we will briefly summarise it here. For each model, the level of agreement for each
observable (i.e. the plasma density measured by the FHRP, for instance) is quantified using the
RMS of the Z-scores for each measurement point

1 (=)’ "
di=|— _— 8.13
J i Z Ae?. + As?. (8.13)
=1 ] ]t

where j indicates some particular observable, and e;; and Ae;j; are the experimental values
and uncertainties defined at some set of discrete measurement points i = {1,2, ...,Nj}. The
simulation result is assumed to be continuous and so is interpolated to the experimental

10A discussion on why this is particularly necessary for electrostatic models is given in reference [189] and also
in section IIL.E of reference [109].
HFor more discussion of validation metrics and why they are useful, see references [127, 168].
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measurement positions, giving computed values s;; and uncertainties As; ;. However, for this
study, we didn’t calculate simulation uncertainties, and so set As = 0 for all observables and
models. The results from all observables are combined into a composite metric

- Z]- R(dj)H;S; (8.14)
2, H;S '
which returns values between 0 (perfect agreement) and 1 (disagreement), and a ‘quality’
0= ns, (5.15)
j
Here, R is a smooth-step function (with constants dy = 1 and A = 0.5)
tanh [(d; — 1/d; —do) /A + 1
Sj is the ‘sensitivity” which gives a measure of the total relative uncertainty
Yilej i+ Asj;
Si=exp|-— - - 8.17
J 2ilejil + Xilsj,i (8.17)
and H; is a ‘primacy hierarchy’
-1
Hj = [hExp + hsim — 1]]' (8.18)

defined in terms of two manually-set hierarchies, given in table 1 of reference [2]. The hierarchies
are chosen to increase the weight of direct measurements (i.e. the plasma density for hgjy
or the ion saturation current for hgy,) in the calculation of the composite metric, compared
to observables which have to be calculated from a model (i.e. g for both hs;, and hgxp)m.
The results of the validation analysis for the midplane probe, the divertor entrance Thomson
scattering and the low-field-side Langmuir probes are shown in table 8.1, as well as the overall
validation result. We see that the validation metric gives a similar result to what we found by
directly comparing profiles — namely, that the match is better at the outboard midplane and
divertor entrance. Despite achieving an impressive match at the OMP and divertor entrance, the
large number of poorly-matched observables in the divertor means that the overall quantitative
result for GRILLIX of y = 0.83 in forward-field and y = 0.87 in reversed-field is about the
same as for TORPEX (x = 0.85). Nevertheless, the forward-field result for GRILLIX gives the
highest level-of-agreement from amongst the codes and the reversed-field gives a similar result
to GBS (x = 0.86). Therefore, from the qualitative metric, we can safely say that GRILLIX
is performing at least as well or better than the other models. Combined with the fact that
GRILLIX was also able to perform simulations without relaxed parameters and at a higher
poloidal resolution than the other models, this result suggests that the locally-field-aligned
method used by GRILLIX is both accurate and computationally efficient.

12The simulation hierarchies should be updated if validating, say, a gyrofluid model which calculates the heat
flux directly.
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8.8. Future validations

This validation gives confidence in the predictive capabilities of GRILLIX and shows how
the model can be improved further. Since the TCV-X21 validation case has been publicly
documented and released, it is much faster to perform repeat validations against this case.
This lets us quickly try new features and to see whether they are giving an improved result,
using the model testing cycle shown in figure 6.1. We've just performed the first iteration
of this cycle for TCV-X21 and are already in a second iteration testing a diffusive neutrals
model (discussed in section 9.2). This should help us rapidly improve the fidelity of the
model at minimal computational cost (since TCV-X21 is small). Then, we’ll need to work
towards more challenging, more reactor-relevant validations. For this, we need well-diagnosed
experimental cases, in challenging scenarios like advanced divertor configurations, high-recycling
conditions or in H-mode, and on larger machines like full-size TCV, ASDEX Upgrade and
JET. With a combination of luck and hard work we’ll be able to quantitatively match the
divertor measurements in TCV-X21 in the near future, and so should already start to work with
experimentalists to build the stepping-stones to reactor-relevant simulations.
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Part 1IV.

Summary and Outlook

I may not have gone where | intended to go, but |
think | have ended up where | needed to be.

(Douglas Adams)
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Realistic turbulence simulations of the edge and divertor will play an important role in the
development of fusion as a practical source of energy. These simulations will let us study in
extreme detail the dynamics of crucial processes such as detachment or the formation and
evolution of edge transport barriers, as well as potentially identifying new effects which could
lead to improved reactor performance. For this, we need to develop models which are able to
accurately reproduce the complex dynamics of the edge. Realistic simulations need to capture
many important interacting physical processes in the edge — such as turbulent plasma flows,
sheath effects at the walls, neutral dynamics and the effect of diverted magnetic geometries.
At the same time, these simulations need to be computationally feasible, and ideally cheap
enough that we can perform repeat simulations over profile relaxation time-scales. This forces
us to make simplifying assumptions, which inevitably introduce errors, and so we need to
carefully balance the computational performance and accuracy of our models. We can assess the
accuracy of our numerical models by using the validation process. By comparing simulations
against experimental results, we can quantify the error in our simulations and the uncertainty in
predicted results. We can also analyse the results of a validation to guide model development and
highlight parts of the model which need additional work [168]. This can help to rapidly improve
the accuracy of our simulations while reducing unnecessary computational and development
costs. However, for the results of a validation to be meaningful we need to compare against
experimental cases which contain similar physics to the cases we want to investigate. As such,
to develop realistic turbulence models for the edge and divertor, we need to validate our models
in diverted geometry. Here, we develop and validate the GRILLIX turbulence model against a
diverted reference case, demonstrating that realistic and affordable turbulence simulations of
the edge are now possible.

9.1. Summary

In this thesis, we performed a first-of-a-kind comprehensive validation of a turbulence model
against the TCV-X21 diverted reference scenario. To achieve this, we extended the GRILLIX
turbulence model to permit simulations in realistic divertor geometries. We extended the
grid generation algorithm in GRILLIX to handle arbitrary axisymmetric magnetic geometries,
using a bicubic spline interpolator to calculate divergence-free magnetic field components from
numerically-defined poloidal flux functions. To handle various magnetic reconstruction formats
and to perform pre-processing steps such as identifying limiting flux surfaces, we implemented
the parallax-equilibrium grid preprocessor to interactively build standardised equilibrium
NetCDF files. These equilibrium files are developed to contain all of the information required
to automatically generate a simulation grid corresponding to a particular case, including the
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geometry of the divertor and first-wall. This thesis also investigated the challenges of setting
parallel boundary conditions in locally field-aligned codes. To reduce spurious cross-field diffu-
sion, GRILLIX uses adjoint parallel operators which require a toroidally-staggered grid. By
using a simple 1D advection model, we demonstrated that when combined with sheath boundary
conditions, this toroidal staggering can lead to dramatically different dynamics on neighbouring
field-lines, causing poloidal corrugations and numerical instabilities. To circumvent this issue,
we implemented an immersed boundary condition that smoothly applied boundary conditions
over a transition region, permitting numerically-stable simulations with the full GRILLIX model
in open field-line geometries. Together, these modifications enabled simulations of real diverted
fusion devices.

The extended model was used to perform a first-of-a-kind validation of the GRILLIX model
against the TCV-X21 diverted validation case. The simulations were performed with minimal
manual tuning, with the only free physics parameter being the density source rate. A remarkably
good agreement between simulation and experiment was found at the outboard midplane and
divertor entrance, with the simulations matching most of the mean and fluctuation profiles
within uncertainty. The positive match indicated that GRILLIX was accurately modelling
the dynamics of the edge and upstream scrape-off-layer, and so we implemented additional
numerical diagnostics to further investigate the dynamics. As a demonstration, we performed
an analysis of the simulated phase-shift and skewness to show that scrape-off-layer filaments
in TCV-X21 are being driven ballistically by a region of drift-wave turbulence in the outer
confined region. A further blob tracking algorithm and comparison against gas-puff-imaging
data is planned, to check that the model is accurately describing these coherent transport events.
Shifting our focus to the divertor targets, we found good agreement for the electron temperature,
for the parallel current density and its standard deviation, and for the forward-field electrostatic
potential. By contrast, the target density and the floating potential showed poor agreement. To
improve our match of the target profiles, we should develop a consistent set of conducting-sheath
boundary conditions and eliminate the finite-width boundary transition region. Since the edge is
a tightly-coupled system, this could also improve our description of the main plasma dynamics.
In particular, a more realistic potential boundary condition will improve our description of
divertor drifts (affecting cross-field transport) and modify the radial electric field across the
separatrix (affecting poloidal rotation and turbulence suppression in the edge).

In parallel to the GRILLIX validation, other edge turbulence models were also validated
against the experimental reference case within the TCV-X21 study [2]. This allowed for the
direct comparison of different models, which indicated that realistic resistivity and heat conduc-
tivities are required to accurately describe the divertor plasma. In contrast to the other codes,
GRILLIX was able to perform multiple simulations using realistic physical parameters and at a
higher poloidal resolution, which suggests that it had a lower computational cost. Despite a
lower cost, GRILLIX also achieved an equal-or-better overall match according to a quantitative
validation metric used in the study [2]. This demonstrates that local field-alignment enables
accurate and cost-effective edge turbulence simulations of existing devices, while still flexibly
handling diverted geometries.
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9. Summary and outlook

In addition to the TCV-X21 validation, a validation against an ‘X-point’ scenario in TORPEX
was performed [126]. Here, GRILLIX was able to reproduce the density profile reasonably
well, capturing an up-down asymmetry observed in the experiment. However, the electron
temperature was not matched and the power used in the simulations was significantly less than
in the experiment, suggesting that self-consistent neutral dynamics are required to model the
weakly-ionised plasma. Other participating codes (which also omitted neutrals) found similar
results — and so, despite a poor overall match, GRILLIX again achieved a slightly better result
according to the validation metric [126].

Despite focusing on the GRILLIX code, this thesis also contributed to other edge simulation
projects. The grid generation procedure was ported to the parallax library and is now as
standard by both GRILLIX and GENE-X users, requiring little to no user intervention once
the equilibrium files are developed. This has been used to perform GRILLIX and GENE-X
simulations in TCV and AUG [180, 2], as well as in alternative divertor configurations [62| and
negative triangularity cases. By flexibly handling arbitrary geometries, the procedure developed
in this thesis lets us study the interaction of turbulence & magnetic geometry and contribute to
active research topics aiming to improve our control of the edge. As well as helping to set up
GRILLIX and GENE-X simulations, this project has also helped to post-process them. The
routines developed for validation were developed into the general-purpose TorX library. This
library has a long and growing list of functionality — including efficient routines for plotting data,
converting to SI units, mapping data to measurement locations, lazy evaluation of large datasets,
Fourier analyses along straight field-line coordinates and vector operations and projections in
cylindrical coordinates. This makes it significantly easier to perform basic post-processing and
comparisons to experiments, while also enabling advanced analyses which help us to further
study the dynamics of the simulations.

Beyond GRILLIX and GENE-X, a subset of the TorX functionality was also released alongside
the TCV-X21 experimental and simulation data in a FAIR public repository, developed in
collaboration with SPC and Fair4dFusion. This repository is intended to make it easier for
other turbulence models to compare against the TCV-X21 dataset, which is in many ways
in-and-of-itself an experiment. By publicly sharing the dataset, we hope to encourage the
rigorous validation and open benchmarking of edge turbulence models, as well as encouraging
the development and public release of other validation datasets. Although it is too early to
see the impact of this work, a culture of collaboration and careful testing could dramatically
accelerate the development of edge turbulence modelling.

9.2. Outlook

The results of this landmark study demonstrate that GRILLIX can now perform realistic
simulations of real devices. We should now validate the model against cases with more reactor-
relevant physics and should use GRILLIX to help interpret experimental results. We will
continue to validate GRILLIX against TCV-X21 since — due to its low cost to simulate and
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Figure 9.1.: A comparison of the plasma and neutral density with and without neutrals (left and
centre plots), and the neutral density in the case with neutrals (right plot), from
simulations performed by Konrad Eder. The neutral density has been multiplied by
a factor of 10 to bring its values closer to the plasma density for plotting. In the
simulations with neutrals, the neutral density at the divertor targets has been fixed
at 1 x 10®¥ m= (10% of the plasma density reference value).

excellent diagnostic coverage — we can rapidly test new features. Repeat validations have already
begun — testing a new version of GRILLIX which was heavily refactored for performance, which
also includes the diffusive neutrals model developed in reference [180]. An initial comparison of
the plasma density in simulations performed with and without neutrals is shown in figure 9.1,
where we see that the neutrals increase the target density (towards the experimental values).
Interestingly, the simulations with neutrals also have much more prominent scrape-off-layer
filaments, larger in-out asymmetries and a larger difference between forward- and reversed-field
simulations — indicating that the neutrals affect much more than just the density source. We
will also use TCV-X21 to explore new sets of sheath boundary conditions. From the validation
performed in this work, we have identified the need for consistent conducting-sheath boundary
conditions. Additionally, to avoid a feedback loop in the drift-corrected velocity boundary
conditions and to enable consistent recycling boundary conditions, we will extend the single
field-line model developed in section 4.5 to identify sets of boundary conditions which do not
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9. Summary and outlook

require a finite-width transition region. These will then be tested in TCV-X21, before being
applied to other validations and interpretive simulations.

Then, to continue developing GRILLIX towards reactor-relevant conditions, we need to
validate against cases at more challenging conditions. The first such step has already been taken
— GRILLIX was recently validated against an attached ASDEX Upgrade discharge in reference
[180], showing remarkably good agreement especially at the outboard midplane. Beyond this, we
should test the model under more challenging conditions, aiming to simulate detached cases, in
H-mode or ELM-free improved confinement regimes, and in large devices such as JET. For this,
the turbulence modelling community should work closely with experimental teams to develop
well-diagnosed common validation cases across a broad range of parameters, building a series of
‘stepping-stone’ cases towards reactor-relevant conditions. To simulate these more challenging
cases, we will need to continue to develop our physical and numerical models. We are exploring
a Landau-fluid closure [115] to calculate realistic heat fluxes at low collisionality, ion-orbit-losses
[190] to improve our description of the radial electric field, a Grad-Zhdanov closure [191] able to
model multiple ion species (including impurity ions which are important for radiative cooling
[192]) and an extension to 3D geometries including stellarators. Beyond this, we will need to
consider how to include kinetic effects for the plasma and neutrals, by coupling to another
code or by trying to capture these effects via effective models. Within this context, we will
continue to closely collaborate with GENE-X to develop a multi-fidelity approach and will use
validations to assess at which point the additional computational cost of a high-fidelity model is
justified. To simulate devices with larger magnetic fields and plasma volumes, we will also need
to improve the computational weak-scaling of GRILLIX. For this, the model has recently been
significantly refactored to reduce thread-branching, and we are currently developing a GPU
version for modern supercomputer architectures.

As well as developing and validating the model, we should apply GRILLIX to interpret and
predict fusion experiments. An obvious candidate would be a prediction of the ITER heat
flux, which could help to confirm or contradict existing predictions from turbulence models.
We could also use the flexible magnetic geometry handling to investigate the performance of
advanced divertors, predicting power-sharing in the SPARC double-null divertor [193] or — once
the model is extended to 3D — investigating detachment in the W7X island divertor [194, 39|,
for example. At the same time, there is an abundance of unexplained and underexplained edge
phenomena already present in devices such as TCV and AUG. Already, we could use GRILLIX
to help interpret and augment experimental measurements — such as by providing T, /T; for
Langmuir probe analyses, or calculating edge fluctuation levels for ECRH power deposition
models. Once the neutral model is extended, we will also be able to investigate the dynamics of
the detachment front and X-point radiator. The model could also be extended to reproduce
the L-H transition and ELMs, which would let us directly observe the evolution of the edge
transport barrier and pedestal, study the effects of ELM mitigation, and investigate ELM-free
improved-confinement regimes. The positive results in this thesis and the accelerating rate at
which the model is being developed suggest that such studies will soon be possible, promising
to significantly improve our understanding and control of the edge.
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9.3. Conclusion

This thesis extended the GRILLIX fluid-turbulence model to enable realistic and efficient
simulations in real divertor geometries. By validating the extended model against experiment,
we demonstrated that efficient simulations of the divertor & scrape-off-layer are now possible and
already remarkably realistic. The results of this and future validations will be used to accelerate
the development of GRILLIX, further improving the accuracy of the model. This will establish
GRILLIX as a tool for studying and exploring edge phenomena in existing devices and bring
validated reactor-relevant simulations within reach. Accurate, validated and computationally-
efficient simulations of the edge will lead to breakthroughs in our understanding and control of
the edge, which will in turn help to develop fusion as a practical source of energy.
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A. Normalised equations

In GRILLIX, the equations are normalised by selecting a number of reference parameters, and
then dividing the equations to arrive at a dimensionless form. The symbol ® (\circledast ) is
used to indicate a reference value, and @ (\varnothing ) is used to indicate a dimensionless
value. The normalisation module in the TorX library can help with calculating dimensionless
values from reference parameters. Note that we always use SI units, except for the temperatures
which are expressed as an equivalent energy in electron-volts. Wherever we write T, we implicitly
mean kgT where kg = 11605K eV~ is the Boltzmann constant. Note that several plasma
physics texts use c.g.s. + eV units. See the NRL plasma formulary for converting between
different systems of units. The reference and/or normalisation parameters are:

major radius of the magnetic axis, used to normalise the length-scale
parallel to the magnetic field
reference sound Larmor radius, used to normalise the length-scale per-

Re [m]

-1 |
Pse = B\ m; [m] pendicular to the magnetic field
te = Re/Cso [s] reference time-scale, used to normalise time-scales
Be [T] on-axis magnetic field strength
ne [m‘3] reference density, usually taken at the outboard-midplane separatrix
Te [eV] reference temperature, usually taken at the outboard-midplane separatrix
0o =Te/e [V] reference electrostatic potential
B -1 reference velocity, defined as the ion sound speed at the reference tem-
cse = VTo/mi [ms ] perature
eNneCse [A m’Q] reference current density
BeaBepse [Tm] reference vector potential, with . defined below
In Ag -] reference Coulomb logarithm, defined as 6.6—0.5In (10275#)+1.5 In (Eg—%)
Note that we always use In Ag instead of In A, since it changes slowly.
1.5

. mOSTLS [s] reference electron collision time, defined such that 7, = Tf,,@(];en//Tf;) , with

Tew = Te T .
[4<) ¢ InAng T, = 3.605 X 1026 S/ (kg0'5 evl.5 mS).
. 15

_ mOSTLS reference ion collision time, defined such that 7; = Tig (T(’r{/Ti)) , with

Tieg = Tj lll’lAVl@ [S] - - ®
® T, = \/5’(5.
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A. Normalised equations

The dimensionless parameters are:

0 =Ro/pse ratio of parallel to perpendicular length scales
electron dynamical beta, using the reference sound speed and reference
Alfvén velocity vae = Be/(toneMm;)
M, [m; electron-to-ion mass ratio
normalised reference electron collision time, with an additional factor

ﬁf@ = 01%@/%2@

T2 =\ o \/Z:; so that both 7, and 7; depend on the ion mass

Tipg = Tt‘f normalised reference ion collision time

Mo = 0.51/7.0 normalised Spitzer resistivity

Xleg = 3.16T,¢ normalised parallel electron heat conductivity

Xlig = 3.9Tip normalised parallel ion heat conductivity

Nig = 0.967T;g normalised ion viscosity, which scales the ion stress function G

We write the component of the ion viscosity which remains after diamagnetic cancellation in
terms of the ion viscous stress function [129]

G=-n [iv- (u”B3/2B) -

= (c@)+ ¢ (pi))] (A1)

N | —

where 1]6 =0.96nT;7;.
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A. Normalised equations

This lets us write the final equation set in terms of normalised values.
Continuity equation

0 Vxb Vxb , .
5 FuExs V]n——n( 3 )-V(p—( 3 )-Vpe+V-(]||—nu||)b

Quasineutrality equation

n
Vs

P V.ipi
E+u||V||+uEX3~V] (VJ_QD+ J}:l )

.~ [VxDb 1 b
=V']||b+( )'VL(Pe+Pi)—g( B )'VG

Parallel momentum equation

J 1 V xb 2B32_ G
5 T UExB” V+M||V||}M|| =V (Pe+Pz‘)+Tz‘( 5 ) Vi =35 Vimn
Ohm’s law
Me | 9 ' IA| _ Vipe _
TR Vo9 - +ﬁe® ==~ VI9- 3/2]||+071V||Te

Electron temperature equation

3]0 Vxb V xb
5 §+ME><B'V+U||V||]T€=—TE(( B ) V¢+V Z)||b+—( B )~Vpe)
1 1 5. (Vxb
+ =V [)(HEQTEB/QV”Eb] + §Te( )~VT€
T, 1 3 T.-T,
+0.714V - jib + = ngz it - 1:11-6 T 3/21) +Sr,
T ! TeQTe /1’1

Ton temperature equation

Vxb

3|d
5 §+ME><B-V+M||V||]TZ':—T{((

Vxb

1 A )

3me (T, — Tz) G2
m; Te®T€3/2/n 3NNiy

T; A
+#V-j||b+ +Sr.

1

Ampere’s law

ViA| =]

) Vo + V- u||b+—(V;<b)-Vpe)

(A.3)

(A.5)

(A.6)

(A7)
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B. Useful formulas

General vector identities. f is an arbitrary scalar function, and A and B are arbitrary vector

functions.

Scalar triple product

Reversing a cross-product

Expanding a cross-product w. € X & = &3

Vector triple product

Divergence of a scalar-vector product
Curl of a scalar-vector product
Divergence of a cross-product

Curl of a cross-product

Divergence of a gradient
Curl of a gradient
Divergence of a curl

Curl of a curl

Gault’s theorem

Stoke’s theorem

(axb)-c=(bxc)-a=(cXa)-b
axb=-bxXa

€ & é;3
axb= a; das 4as

by by bs

(axb)Xc=(a-c)b—(b-c)a

V-(fA)=fV-A+A-Vf

VX(fA)=fVxA+(Vf)xA

V- (AxB)=B-(VxA)—A-(VxB)

VX(AXxB)=A(V-B)-B(V-A)
+(B-V)A-(A-V)B

V- (Vf)=Vf
Vx(Vf)=0
V- (VxA)=0

Vx(VxA)=V(V-A)-V3A

/(V-A)d‘V: A-dS
v

4%
/(VxA)-dS:jf A-di
S S

TETEE W
S © 00 N O Ot

—_

~~ N —~
[\

—_ = =

w
N NI N s N NED S N O N

W Wwww

[S—
W

—~

(B.15)

(B.16)

GRILLIX-specific formulas. B = Bb is the magnetic field vector, which points in the direction b

and has a magnitude B.

Drift operator

Curvature operator

K(f)= -V

1A
Zbx(AxB)=A-A-b=A,

bxVf
B

:—(V;B)-Vf

(B.17)

(B.18)
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B. Useful formulas

Coordinate systems
Vx| = |Vy| = |Vz| = 1 (Cartesian)
1
[VR| =1,|Vop| = R |VZ| =1 (Cylindrical)

1
IVR| =1,|VO| = |Vo| = R (Spherical)

In Cylindrical coordinates:

| o 107 9,
Gradient Vf—ﬁR R8¢¢ BZ
. _ 10(RAR) 194y aAZ
Divergence V-A= R oR +R 90 +
. R R 1Z
Curl VxA=o| F ¥ W
AR RAy Az
_ (1947 949\ s (9Ar _9Az) -
“\RaJp 9z dZ IR
af 82f 82f
~ 2
Laplacian Vef = R&R (R8R) +zz 8qb2 + 572

Differential length  dl = dRR + Rd(p(p +d717

Differential arca dS = RdpdZR + dRAZ P + RARAPZ
Differential volume dV = RdRd¢pdZ

(B.19)
(B.20)

(B.21)

(B.22)

(B.23)

(B.24)

(B.25)
(B.26)

(B.27)

(B.28)
(B.29)
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C. Additional results

C.1. Deriving the electron temperature equation

Starting from the Braginskii T, equation (2.38)

§Tl %+v \Y T€+pev'v:_v'qg'i‘(Qe_Qei)"'SeE (Cl)
with

— i

U = UExB + Udia + (U — — (C.2)
en

U= UExp + Uaia + Upor + 1D (C.3)

q. = —x1.Vy T - —&b X VT, - 0.71- T]”b (C.4)

Qe = () —vRy = nyjif - 0-7lgf||VTe (C.5)

3me n (T, = T;)
= — .6
QEZ mz Te (C )

The perpendicular heat flux can be rewritten using identify B.7 as

5 pe :| [ ( pe ) pe b
2P f v, VT, - (v x P2B) - 225 vty ] .
v [QeBbXV ¢ ><eB eB ) (G.7)
Then, using identity B.5 to expand the V X f—gﬁ term
5 Pe ¢ ] 5pe (Vxb (pe )
-— =——|——| VL. + V b-VT, :
V[P XL 2@( B eB)” (C8)

Assuming that we can commute % through the derivative and recognising the electron diamagnetic
velocity (2.47) we can write this as

o] 25

5
S oh VT, + =nvgiq - VT, (C.9)

2

We can also combine the terms related to the thermal force using identity B.5

V. [—0.71%?@;'”6] - 0.71%]'”V||Te = 077 (V- |Tib| - Vi) (C.10)

0.71 .
= =2 (TV- b + jyb V=V T, (C.11)
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C. Additional results

We then combine the %Udiu - VT, from the LHS with the %Udiu - VT, term from the perpendicular
heat flux, giving a vg4;, - VI, on the RHS. By using the expression for the electron diamagnetic

velocity vgi, = M the chain rule and identities B.1 and B.2, we can rewrite this as

enB
-1 /a
Vi VT, = — (b X (nVT, + TeVn)) VT, (C.12)
~T, (a
- (ben) VT, (C.13)
-T, .
=— (v:re x Vb) Vi (C.14)
- (VB x VTE) Vi (C.15)
en
Te -
- vh VT) v 1
n enB ( X " (C.16)

We are allowed to add back in a term T, (f) X Vn) - Vn, since this will be zero.

=T
S i (VB x nVT, + T,Vn) - Vn (C.17)
n enB
=T,
Odig ° VTe = 1 —Odia * Vn (C.18)

This is then combined with the =T,V - v4;, term using identity B.5 to give
~T,
=T,V - v4is + 04iq - VT, = 7 (Tlv *Odia + Odia * V?l) (C.19)
~T,
= TV . (Tl’l)dju) (C20)

This gives the final form of the electron temperature equation (2.67)

314 ~\ T
5 8t +upxp - V+ ?)”V”] T, =-T,V - (uExB + Z7||b) — ;EV . (nvdz-a)
1 ~
+ —V [)(” eV”T b] + gg (V;b) - VT,
0.71T, 3m, (T, — T})
+ ——V ]||b+ 17”]” ﬂ’lie eTe ’ +ST€ (C.21)

or, using the expressions for the perpendicular velocities

3]9 Vxb Vxb
5 §+uEX3-V+Z)||V||]TE:—Te(( B )V¢+V Z)||b+—( B )-Vpe)
1 Vv xb
+2V- [)(||6V||Tb]+§—( a )-VTE
0.7 T, .o 1 o 3m (T,—T
+ =V b+~ - Z,€¥+STE (C.22)
1 e
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C.2. Deriving the ion temperature equation

Starting from the Braginskii T; equation (2.39)

3 |4
“n|l=—=+u-V
Tl ot u-

Ti+piV-u+l :u=-V-q,+ Qi + S (C.23)
=i
with v, u and Q,; defined in the previous section and
q;=—x),:VTib - 5%3 X VT (C.24)

Following the same procedure as in the previous section, we can write

J o
5 a + UExB * \Y% +W+ u”V”] Tl = —TN . (uExg + Ujig + Upol + u”b)
1 Vxb
+-V- iV T +——( 5 )-Vn+num-v1}
T, —T: 2
+ 3rme (T — Ti) + G +Sr, (C.25)

m; Te 3nmn;

where the G term comes from the component of the ion viscosity tensor which remains after
diamagnetic cancellation. Like always, we drop #,, from the advective derivative, since this
term is difficult to deal with numerically. However, we also have a V - u,,; term, and since it’s
under a divergence we should not neglect it. To simplify this term, we can use the fact that due
to quasineutrality 2 S+ V- (nu) =5 +V-(nv) =0. We can therefore rewrite a divergence of
the ion flux in terms of a dlvergence of the electron flux.

V. (nu)=V-(nv) (C.26)
nV-u+u-Vn=nV-v+v-Vn (C.27)
V'u:V~v+%(v—u)~Vn (C.28)

A Udia — Udi u;—o
=V. (uExg + Ugiq + Z)||b) + 20— I I
n

V”Tl (C.29)

]II

Using vy = uj = &,

we can rewrite this in terms of 1) and j

Vn-V- ﬂb - 1ﬂv” (C.30)
nen

~ Odiag — U4;
=V. (ugxg + O4ig + Ll||b) + —die  dia

We use identity B.5 to rewrite the terms with j as (nV 2iRs b+ il V”n) = 1V . %B Then, we

combine the terms with the electron and ion diamagnetic Velomtles, using the form of the ion

bxV(nT,)
enB

section. We can use equation C.18 (replacing T, with T;) to cancel

diamagnetic velocity uzi, = and the electron diamagnetic velocity given in the previous

T;
Ugig - VT; + — udm Vn=0 (C.31)
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which simplifies the diamagnetic terms in equation C.25 (using identity B.5) to
~TiV - v4iq — #vdia -Vn = #V - (nv4ia) (C.32)
This gives the final form of the ion temperature equation (2.71)

d AT
+upxp-V+ M”V”] T, =-T;V- (ugxg + u”b) - —’V . (nvdm)

ot
+ — V [)(||1V||Tb]+——(vgb)'VTi
. T 2
EV Jig  3me(L-T) G Sy (C.33)
€ m; Te 3”’11'

which has the electron diamagnetic velocity v4;, in the first line. We can also write this using
the expressions for the perpendicular velocities

P £+uExB'V+u||V||]Ti=—Ti((v><b)-V¢>+V u||b+—(v><b) Vpe)
2 | ot B
+-V. [X”,v”Tb]+——(V;<b) VT,
A 2
Ly g, 3me@-T) G +Sr (C.34)
n e m; Te 3nn;

C.3. Testing other boundary conditions with 1D advection

We can use the 1D advection model in section 4.5 to quickly test other boundary conditions.
In figure C.1, we show the corresponding scan using Bohm and constant flux boundary condi-
tions. The Bohm condition is implemented taking the maximum of the sonic velocity and the
extrapolated velocity (or the minimum, at the opposite boundary). The constant flux boundary
condition sets #exterior = rhoundury/uexterior = Npoundary ° uboundary/uexterior- It is seen that the
corrugations in figure C.1 are much less pronounced than in figure 4.6, but still visible. As a
point of curiosity, we can reduce the corrugations further by applying the velocity boundary
condition to any vector-grid-points outside the outermost scalar-grid-point (even if those points
are within the boundary), giving figure C.2 — which introduces an error dependent on the
grid-spacing, but which eliminates the stencil collapse issue.

In general, this highlights the need to consider the boundary conditions as a coupled system.
It also suggests that we might be able to improve the situation by treating points near the
boundary exceptionally. In future work, we will extend the simple 1D model to include the
parallel components of the other equations. We will then try to set the boundary conditions via
Taylor or Padé approximations, aiming to identify a set which gives a continuous solution as we
scan the boundary position.
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u = Bohm, n = constant flux at t=20.0
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Figure C.1.: Density and velocity profiles after 100 time-steps of the advection equations, using
Bohm and constant flux boundary conditions.
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C. Additional results

u = shifted Bohm, n = shifted flux at t=20.0
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Figure C.2.: Density and velocity profiles after 100 time-steps of the advection equations, using
Bohm and constant flux boundary conditions. For this case, if the boundary is
vector-grid-adjacent, it is shifted until it is scalar-grid-adjacent. This leads to an
error dependent on the grid-spacing, but it ensures that the velocity boundary
condition is directly involved in the density evolution stencil.
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D.

parallax-standard equilibrium NetCDF

The parallax-equilibrium code writes NetCDF files which have a tightly defined structure,
to reduce the amount of work which needs to be done by parallax. Each equilibrium file will
have the following global attributes

description: a short tag explaining where the equilibrium file came from, the shot
number and time, and any other relevant information

build_url: https://gitlab.mpcdf .mpg.de/phoenix/parallax_equilibrium
build_hash: the git hash of pxequi used to construct this equilibrium
history: date and time of file creation

author: email address of the user who made the equilibrium

smoother: details of the numerical smoother used, if any

version: an optional tag which indicates which version of parallax this file is compatible
with

The equilibrium data is separated into NetCDF groups. The groups and their contents are

Magnetic_geometry

— psi: The poloidal flux function W(R, Z) in units of Weber, defined over a rectangular
(R,Z) grid

— btor: (optional) The toroidal field By(R, Z) in Tesla, defined over the same rectan-
gular (R, Z) grid as psi

— R: normalised radial positions R/Rq where values of W and B are given
— Z: normalised vertical positions R/Rg where values of W and By, are given
— axis_Btor: toroidal magnetic field at the magnetic axis By(Ro, Zo), in units of Tesla

— magnetic_axis_R and magnetic_axis_Z: radial and vertical position of the magnetic
axis Ry, Zp, in units of metres

— x_point_R and x_point_Z: radial and vertical position of the X-point(s) Rx, Zx, in
units of metres. Not used by parallax, but useful for post-processing. For equilibria
with multiple X-points, these can be given as a list.

Psi_limits
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— psi_axis: the poloidal magnetic flux at the magnetic axis Wq, in Weber

— psi_separatrix: the poloidal magnetic flux at the separatrix (or equivalently, at
the primary X-point) Wy, in Weber

— rho_min: the limiting flux-surface used to exclude the core, usually pyin = 0.9. Given
as a value of the normalised poloidal flux p.

— rho_max: the limiting flux-surface used to avoid glancing-angle parallel boundary
conditions at the first wall, usually approximately the outermost flux surface which
intersects only the divertors and not the first-wall. Given as a value of the normalised
poloidal flux p.

— sub-groups used for applying additional flux-limits within a polygon. The name of
the group is not used by parallax and so can be used to identify the purpose of the
flux limit — i.e. privflux is usually used for the private-flux region in a single-null
configuration. The group should contain

*x R_points and Z_points: arrays defining the R/Ry and Z/Rqy points of the
polygon, normalised to the magnetic axis radius Rg

x invert: whether the flux-limit should be applied for points inside the polygon
or outside the polygon

* use_local_max and use_local_min: boolean flags used to defined whether the
polygon defines a minimum or maximum p limiting flux-surface

% local_rho_min or local_rho_max: (optional if boolean flag is false) float
values which give the limiting flux-surface value to be applied within the polygon.
Given as values of the normalised poloidal flux p.

o Grid_limits

— grid_rmin, grid_rmax, grid_zmin and grid_zmax: floats defining the range From
which points should be sampled for the numerical grid, normalised to the magnetic
axis radius Ry.

— spline_rmin, spline_rmax, spline_zmin and spline_zmax: floats defining the
extent of the grid of W values, normalised to the magnetic axis radius Ry. Not used
by parallax, but useful for documentation.

e divertor_polygon and exclusion_polygon: Polygons which define the divertor-first-wall
polygon and the exclusion polygon (see previous section). Each polygon group contains

— R_points and Z_points: arrays defining the R/Ry and Z/Rq points of the polygon,
normalised to the magnetic axis radius Ry

— invert: whether points inside of the polygon should be considered as the ‘interior’
or the ‘exterior’.
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